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Unit – 1 

Part - A 

1. Define cloud computing 

Cloud computing is the delivery of computing as a service rather than a product, hereby shared resources, 

software, and information are provided to computers and other devices as a utility. 

 

2. What is Distributed computing 

This is a field of computer science/engineering that studies distributed systems. A distributed system 

consists of multiple autonomous computers, each having its own private memory, communicating through 

a computer network. Information exchange in a distributed system is accomplished through message 

passing. A computer program that runs in a distributed system is known as a distributed program. The 

process of writing distributed programs is referred to as distributed programming. 

 

3. Difference between distributed and parallel computing. 

S.no Distributed Parallel 

1 Each processor has its own private memory 

(distributed memory) Information exchanged 

by passing messages between the processor 

All processors may have access to a shared 

memory to exchange information between 

processors. 

2 It is loosely coupled. It is tightly coupled. 

3 An important goal and challenge of 

distributed systems is location transparency. 

  

Large problems can often be divided into 

smaller ones, which are then solved 

concurrently (in parallel) 

 

4. What is mean by service oriented architecture? 

In grids/web services, Java, and CORBA, an entity is, respectively, a service, a Java object, and a CORBA 

distributed object in a variety of languages. These architectures build on the traditional seven Open 

Systems Interconnection (OSI) layers that provide the base networking abstractions. On top of this we 

have a base software environment, which would be .NET or Apache Axis for web services, the Java 

Virtual Machine for Java, and a broker network for CORBA. 

 

5. What is High Performance Computing(HPC). 

supercomputer sites and large data centers must provide high-performance computing services to huge 

numbers of Internet users concurrently.Because of this high demand, the Linpack Benchmark for high-

performance computing (HPC) applications is no longer optimal for measuring system performance. The 

emergence of computing clouds instead demands high-throughput computing (HTC) systems built with 

parallel and distributed computing technologies. We have to upgrade data centers using fast servers, 

http://en.wikipedia.org/wiki/Product_%28business%29
http://en.wikipedia.org/wiki/Utility_computing


storage systems, and high-bandwidth networks. The purpose is to advance network-based computing and 

web services with the emerging new technologies. 

 

6. Define peer-to-peer network. 

The P2P architecture offers a distributed model of networked systems. Every node acts as both a client and 

a server, providing part of the system resources. Peer machines are simply client computers connected to 

the Internet. All client machines act autonomously to join or leave the system freely. This implies that no 

master-slave relationship exists among the peers. No central coordination or central database is needed. 

 

7. What are the Three New Computing Paradigms  

 Radio-frequency identification (RFID), 

 Global Positioning System (GPS), 

 Internet of Things (IoT). 

 

8. What is degree of parallelism and types 

The degree of parallelism (DOP) is a metric which indicates how many operations can be or are being 

simultaneously executed by a computer. It is especially useful for describing the performance of 

parallelprograms and multi-processor systems. 

 Bit-level parallelism (BLP) 

 Data-level parallelism (DLP)  

 Instruction-level parallelism (ILP) 

 Multicore processors and chip multiprocessors (CMPs) 

 VLIW (very long instruction word)     

 Job-level parallelism (JLP)  

 

9. What is Cyber-Physical Systems 

A cyber-physical system (CPS) is the result of interaction between computational processes 

and the physical world. A CPS integrates ―cyber‖ (heterogeneous, asynchronous) with 

―physical‖ (concurrent and information-dense) objects. 

 

10. Define multi core CPU. 

Advanced CPUs or microprocessor chips assume a multi-core architecture with dual, quad, 

six, or more processing cores. These processors exploit parallelism at ILP and TLP levels. 

CPU has reached its limit in terms of exploiting massive DLP due to the aforementioned 

memory wall problem 

 

https://en.wikipedia.org/wiki/Instruction_(computer_science)
https://en.wikipedia.org/wiki/Parallel_programming_model
https://en.wikipedia.org/wiki/Parallel_programming_model
https://en.wikipedia.org/wiki/Parallel_computing


11. Define GPU. 

A GPU is a graphics coprocessor or accelerator on a computer’s graphics card or video card. 

A GPU offloads the CPU from tedious graphics tasks in video editing applications. The GPU 

chips can process a minimum of 10 million polygons per second. GPU’s have a throughput 

architecture that exploits massive parallelism by executing many concurrent threads. 

 

12. Clusters of Cooperative Computers 

A computing cluster consists of interconnected stand-alone computers which work 

cooperatively as a single integrated computing resource. 

 

13. What is single-system image (SSI) 

An ideal cluster should merge multiple system images into a single-system image (SSI). 

Cluster designers desire a cluster operating system or some middleware to support SSI at 

various levels, including the sharing of CPUs, memory, and I/O across all cluster nodes. 

 

14. What is Grid Computing 

Grid computing is the collection of computer resources from multiple locations to reach a 

common goal. The grid can be thought of as a distributed system with non-interactive 

workloads that involve a large number of files. Grid computing is distinguished from 

conventional high-performance computing systems such as cluster computing in that grid 

computers have each node set to perform a different task/application. 

 

15. What is Computational Grids 

A computing grid offers an infrastructure that couples computers,software/middleware, 

special instruments, and people and sensors together. The grid is often constructed across 

LAN, WAN, or Internet backbone networks at a regional, national, or global scale. 

Enterprises or organizations present grids as integrated computing resources. 

 

16. What is Overlay Networks and its types 

Overlay is a virtual network formed by mapping each physical machine with its ID, logically, through a 

virtual mapping. When a new peer joins the system, its peer ID is added as a node in the overlay network. 

Two types of overlay networks: 

1.Unstructured  

2. Structured. 

 

 

https://en.wikipedia.org/wiki/Distributed_system
https://en.wikipedia.org/wiki/Cluster_(computing)


17. Write the any three Grid Applications. 

• Schedulers 

• Resource Broker 

• Load Balancing 

 

18. Difference between grid and cloud computing 

 Grid Computing Cloud Computing 

1 Grids enable access to shared computing 

power and storage capacity from your 

Desktop 

Clouds enable access to leased computing power 

and storage capacity from your desktop 

2 In computing centres distributed across 

different sites, countries and continents 

The cloud providers private data centres which are 

often centralised in a few locations with excellent 

network connections and cheap electrical power. 

3 Grids were designed to handle large sets of 

limited duration jobs that produce or use 

large quantities of data (e.g. the LHC) 

Clouds best support long term services and longer 

running jobs(eg. Facebook.com) 

 

19. What are the derivatives of grid 

computing? 

There are 8 derivatives of grid computing.  

 

 Compute grid 

 Data grid 

 Science grid 

 Access grid 

 Knowledge grid 

 Cluster grid 

 Terra grid 

 Commodity grid. 

20. What is grid infrastructure? 

 

Grid infrastructure forms the core foundation for successful grid applications. This infrastructure is a 

complex combination of number of capabilities and resources identified for the specific problem and 

environment being addressed. 

 

21. What are the Applications of High-Performance and High-Throughput Systems 



 Science and engineering- Scientific simulations, genomic analysis, etc.Earthquake prediction, 

global warming, weather forecasting, etc. 

 Business, education, services industry, and health care- Telecommunication, contentdelivery,  

 

e-commerce, etc. Banking, stock exchanges, transaction processing, etc. Air traffic control, electric 

power grids, distance education, etc. Health care, hospital automation, telemedicine, etc 

 Internet and web services, and government applications- Internet search, data centers,decision-

making systems, etc. Traffic monitoring, worm containment, cyber security, etc. Digital 

government, online tax return processing, social networking, etc. 

 

22. What is Utility computing? 

It is a service provisioning model in which a service provider makes computing resources and 

infrastructure management available to the customer as needed, and charges them for specific usage rather 

than a flat rate 

 

23. What is SLA? 

A service-level agreement (SLA) is a part of a standardized service contract where a service is formally 

defined. Particular aspects of the service – scope, quality, responsibilities – are agreed between the service 

provider and the service user. A common feature of an SLA is a contracted delivery time (of the service or 

performance) 

 

24. Define - Private Cloud. 

The private cloud is built within the domain of an intranet owned by a single organization.Therefore, they 

are client owned and managed. Their access is limited to the owning clientsand their partners. Their 

deployment was not meant to sell capacity over the Internetthrough publicly accessible interfaces. Private 

clouds give local users a flexible and agileprivate infrastructure to run service workloads within their 

administrative domains. 

 

25. Define - Public Cloud. 

A public cloud is built over the Internet, which can be accessed by any user who has paidfor the service. 

Public clouds are owned by service providers. They are accessed bysubscription. Many companies have 

built public clouds, namely Google App Engine,Amazon AWS, Microsoft Azure, IBM Blue Cloud, and 

Salesforce Force.com. These arecommercial providers that offer a publicly accessible remote interface for 

creating andmanaging VM instances within their proprietary infrastructure. 

 

26. Define - Hybrid Cloud. 

A hybrid cloud is built with both public and private clouds; Private clouds can also support 

https://en.wikipedia.org/wiki/Standardized_service_contract


a hybrid cloud model by supplementing local infrastructure with computing capacity from 

an external public cloud. For example, the research compute cloud (RC2) is a private cloud 

built by IBM. 

 

 

Part - B 

1. Explain in detail about Scalable computing over the Internet 

A parallel and distributed computing system uses multiple computers to solve large-scale 

problems over the Internet. Thus, distributed computing becomes data-intensive and network-

centric. identifies the applications of modern computer systems that practice parallel and 

distributed computing. These large-scale Internet applications have significantly enhanced the 

quality of life and information services in society today. 

 

The Age of Internet Computing 

Billions of people use the Internet every day. As a result, supercomputer sites and large data 

centers must provide high-performance computing services to huge numbers of Internet users 

concurrently.Because of this high demand, the Linpack Benchmark for high-performance 

computing (HPC) applications is no longer optimal for measuring system performance. The 

emergence of computing clouds instead demands high-throughput computing (HTC) systems 

built with parallel and distributed computing technologies We have to upgrade data centers 

using fast servers, storage systems, and high-bandwidth networks. The purpose is to advance 

network-based computing and web services with the emerging new technologies. 

 

The Platform Evolution 

Computer technology has gone through five generations of development, with each generation 

lasting from 10 to 20 years. Successive generations are overlapped in about 10 years. For 

instance, from 1950 to 1970, a handful of mainframes, including the IBM 360 and CDC 6400, 

were built to satisfy the demands of large businesses and government organizations. From 1960 

to 1980, lower-cost minicomputers such as the DEC PDP 11 and VAX Series became popular 

among small businesses and on college campuses. 

 

o From 1970 to 1990, we saw widespread use of personal computers built with VLSI 

microprocessors. 

o From 1980 to 2000, massive numbers of portable computers and pervasive devices appeared 

in both wired and wireless applications. 

 



High-Performance Computing 

The speed of HPC systems has increased from Gflops in the early 1990s to now Pflops in 2010. This 

improvement was driven mainly by the demands from scientific, engineering, and manufacturing 

communities 

 

 

High-Throughput Computing 

The development of market-oriented high-end computing systems is undergoing a strategic 

changefrom an HPC paradigm to an HTC paradigm. This HTC paradigm pays more attention to 

high-flux computing. The main application for high-flux computing is in Internet searches and 

webservices by millions or more users simultaneously. The performance goal thus shifts to 

measure high throughput or the number of tasks completed per unit of time. 

 

Three New Computing Paradigms 

1. Radio-frequency identification (RFID) or web 2.0 Service,  

2. Global Positioning System (GPS),  

3. Sensor technologies has triggered the development of the Internet of Things (IoT). 

 

Computing Paradigm Distinctions 

In general distributed computing is the opposite of centralized computing. The field of 

parallel computing overlaps with distributed computing to a great extent, and cloud computing 

overlaps with distributed, centralized, and parallel computing. 

Centralized computing this is a computing paradigm by which all computer resources 

are centralized in one physical system. All resources (processors, memory, and storage) are 

fully shared and tightly coupled within one integrated OS. Many data centers and 



supercomputers are centralized systems, but they are used in parallel, distributed, and cloud 

computing applications 

 

• Parallel computing in parallel computing, all processors are either tightly coupled with 

centralized shared memory or loosely coupled with distributed memory. Some authors refer to 

this discipline as parallel processing. Interprocessor communication is accomplished through 

shared memory or via message passing. A computer system capable of parallel computing is 

commonly known as a parallel computer. Programs running in a parallel computer are called 

parallel programs. The process of writing parallel programs is oftenreferred to as parallel 

programming. 

 

• Distributed computing This is a field of computer science/engineering that studies distributed 

systems. A distributed system consists of multiple autonomous computers, each having its own 

private memory, communicating through a computer network. Information exchange in a 

distributed system is accomplished through message passing. A computer program that runs in 

a distributed system is known as a distributed program. The process of writing distributed 

programs is referred to as distributed programming. 

 

• Cloud computing An Internet cloud of resources can be either a centralized or a distributed 

computing system. The cloud applies parallel or distributed computing, or both. Clouds can be 

built with physical or virtualized resources over large data centers that are centralized or 

distributed. Some authors consider cloud computing to be a form of utility computing or service 

computing. 

 

The high-tech community prefer the term concurrent computing or concurrent programming. 

parallel computing and distributing computing, although biased practitioners may interpret them 

differently.Ubiquitous computing refers to computing with pervasive devices at any place and 

time using wired or wireless communication. The Internet of Things (IoT) is a networked 

connection of everyday objects including computers, sensors, humans, etc. The IoT is supported 

by Internet clouds to achieve ubiquitous computing with any object at any place and time. 

Finally, the term Internet computing is even broader and covers all computing paradigms over 

the Internet. 

 

Distributed System Families 



Since the mid-1990s, technologies for building P2P networks and networks of clusters have 

been consolidated into many national projects designed to establish wide area computing 

infrastructures, known as computational grids or data grids. 

 

Meeting these goals requires yielding the following design objectives: 

 Efficiency measures the utilization rate of resources in an execution model by 

exploitingmassive parallelism in HPC. For HTC, efficiency is more closely related to 

job throughput, data access, storage, and power efficiency. 

 Dependability measures the reliability and self-management from the chip to the 

system andapplication levels. The purpose is to provide high-throughput service with 

Quality of Service (QoS) assurance, even under failure conditions. 

 Adaptation in the programming model measures the ability to support billions of jobrequests 

over massive data sets and virtualized cloud resources under various workload and service models. 

 Flexibility in application deployment measures the ability of distributed systems to run 

well inboth HPC (science and engineering) and HTC (business) applications 

 

2. i)Describe about Virtual Machines and Virtualization Middleware 

A conventional computer has a single OS image. This offers a rigid architecture that tightly couples 

application software to a specific hardware platform. Some software running well on one machine may not 

be executable on another platform with a different instruction set under a fixed OS. Virtual machines 

(VMs) offer novel solutions to underutilized resources, application inflexibility, software manageability, 

and security concerns in existing physical machines. 

To build large clusters, grids, and clouds, we need to access large amounts of computing, storage, and 

networking resources in a virtualized manner. 

In particular, a cloud of provisioned resources must rely on virtualization of processors, memory, and I/O 

facilities dynamically 

 

Virtual Machines 

The host machine is equipped with the physical hardware, as shown at the bottom of the figure. An 

example is an x-86 architecture desktop running its installed Windows OS, as shownin part 

 

(a) of the figure. The VM can be provisioned for any hardware system. The VM is builtwith virtual 

resources managed by a guest OS to run a specific application. Between the VMs and the host platform, 

one needs to deploy a middleware layer called a virtual machine monitor (VMM). 

 

 



 

 

 

 

 

Shows a native VM installed with the use of a VMM called a hypervisor in privileged mode. For example, 

the hardware has x-86 architecture running the Windows system. The guest OS could be a Linux system 

and the hypervisor is the XEN system developed at Cambridge University. This hypervisor approach is 

also called bare-metal VM, because the hypervisor handles the bare hardware (CPU, memory, and I/O) 

directly. Another architecture is the host VM 

 

The VM approach offers hardware independence of the OS and applications. The user application running 

on its dedicated OS could be bundled together as a virtual appliance that can be ported to any hardware 

platform. The VM could run on an OS different from that of the host computer. 

 

VM Primitive Operations 

The VMM provides the VM abstraction to the guest OS. With full virtualization, the VMM exports a VM 

abstraction identical to the physical machine so that a standard OS such as Windows 2000 or Linux can run 

just as it would on the physical hardware 

 

 

These VM operations enable a VM to be provisioned to any available hardware platform. They also enable 

flexibility in porting distributed application executions. Furthermore, the VM approach will significantly 

enhance the utilization of server resources. 

 

Virtual Infrastructures 

Physical resources for compute, storage, and networking at the bottom of are mapped to the needy 

applications embedded in various VMs at the top. Hardware and software are then separated. Virtual 

infrastructure is what connects resources to distributed applications. It is a 



dynamic mapping of system resources to specific applications. The result is decreased costs and increased 

efficiency and responsiveness. 

 

 

 

 

 

 

 

 

 

2. ii) Explain in detail about Data Center Virtualization for Cloud Computing. 

Basic architecture and design considerations of data centers. Cloud architecture is built with commodity 

hardware and network devices. Almost all cloud platforms choose the popular x86 processors. Low-cost 

terabyte disks and Gigabit Ethernet are used to build data centers. Data center design emphasizes the 

performance/price ratio over speed performance alone. In other words, storage and energy efficiency are 

more important than shear speed performance. 

 

Data Center Growth and Cost Breakdown 

A large data center may be built with thousands of servers. Smaller data centers are typically built with 

hundreds of servers. The cost to build and maintain data center servers has increased over the years. 

Typically, only 30 percent of data center costs goes toward purchasing IT equipment (such as servers and 

disks), 33 percent is attributed to the chiller, 18 percent to the uninterruptible power supply (UPS), 9 

percent to computer room air conditioning (CRAC), and the remaining 7 percent to power distribution, 

lighting, and transformer costs. Thus, about 60 percent of the cost to run a data center is allocated to 

management and maintenance the server purchase cost did not increase much with time. The cost of 

electricity and cooling did increase from 5 percent to 14 percent in 15 years. 

 

Low-Cost Design Philosophy 

High-end switches or routers may be too cost-prohibitive for building data centers. Thus, using high-

bandwidth networks may not fit the economics of cloud computing. using commodity x86 servers is more 

desired over expensive mainframes. The software layer handles network traffic balancing, fault tolerance, 

and expandability. Currently, nearly all cloud computing data centers use Ethernet as their fundamental 

network technology 

 

Convergence of Technologies 



cloud computing is enabled by the convergence of technologies in four areas: (1) hardware virtualization 

and multi-core chips, (2) utility and grid computing, (3) SOA, Web 2.0, and WS mashups, and (4) 

atonomic computing and data center automation. Hardware virtualization and multicore chips enable the 

existence of dynamic configurations in the cloud. Utility and grid computing technologies lay the necessary 

foundation for computing clouds Recent advances in SOA, Web 2.0, and mashups of platforms are pushing 

the cloud another step forward. Finally, achievements in autonomic computing and automated data center 

operations contribute to the rise of cloud computing. 

 

Jim Gary once posted the following question: ―Science faces a data deluge. How to manage and 

analyseinformation? ‖ This implies that science and our society face the same challenge of data deluge. 

Data comes from sensors, lab experiments, simulations, individual archives, and the web in all scales and 

formats. Preservation, movement, and access of massive data sets require generic tools supporting high-

performance, scalable file systems, databases, algorithms, workflows, and visualization 

 

On January 11, 2007, the Computer Science and Telecommunication Board (CSTB) recommended 

fostering tools for data capture, data creation, and data analysis. A cycle of interaction exists among four 

technical areas. First, cloud technology is driven by a surge of interest in data deluge. Also, cloud 

computing impacts e-science greatly, which explores multicore and parallel computing technologies. 
 
By linking computer science and technologies with scientists, a spectrum of e-science or e-research 

applications in biology, chemistry, physics, the social sciences, and the humanities has generated new 

insights from interdisciplinary activities 

 

Iterative MapReduce extends MapReduce to support a broader range of data mining algorithms 

commonly used in scientific applications. The cloud runs on an extremely large cluster of commodity 

computers. Internal to each cluster node, multithreading is practiced with a large number of cores in 

many-core GPU clusters 

 

3. Explain in detail about clusters of cooperative computers 

A computing cluster consists of interconnected stand-alone computers which work cooperatively as a 

single integrated computing resource. In the past, clustered computer systems have demonstrated 

impressive results in handling heavy workloads with large data sets 

 

Cluster Architecture 

Architecture of a typical server cluster built around a low-latency, high bandwidth interconnection 

network. This network can be as simple as a SAN (e.g., Myrinet) or a LAN (e.g., Ethernet). To build a 

larger cluster with more nodes, the interconnection network can be built with multiple levels of Gigabit 



Ethernet, Myrinet, or InfiniBand switches. Through hierarchical construction using a SAN, LAN, or 

WAN, one can build scalable clusters with an increasing number of nodes. The cluster is connected to the 

Internet via a virtual private network (VPN) gateway. The gateway IP address locates the cluster. The 

system image of a computer is decided by the way the OS manages the shared cluster resources. Most 

clusters have loosely coupled node computers. All resources of a server node are managed by their own 

OS. Thus, most clusters have multiple system images as a result of having many autonomous nodes under 

different OS control. 

 

 

 

 

 

 

 

 

 

 

 

Single-System Image 

An ideal cluster should merge multiple system images into a single-system image (SSI). Cluster designers 

desire a cluster operating system or some middleware to support SSI at various levels, including the 

sharing of CPUs, memory, and I/O across all cluster nodes. 

 

An SSI is an illusion created by software or hardware that presents a collection of resources as one 

integrated, powerful resource. SSI makes the cluster appear like a single machine to the user. A cluster 

with multiple system images is nothing but a collection of independent computers. 

 

Hardware, Software, and Middleware Support 

Cluster design principles for both small and large clusters. Clusters exploring massive parallelism are 

commonly known as MPPs. Almost all HPC clusters in the Top 500 list are also MPPs. The building 

blocks are computer nodes (PCs, workstations, servers, or SMP), special communication software such as 

PVM or MPI, and a network interface card in each computer node. Most clusters run under the Linux OS. 

 

Special cluster middleware supports are needed to create SSI or high availability (HA). 

Both  sequential  and  parallel  applications  can  run  on  the  cluster,  and  special  parallel 

environments are needed to facilitate use of the cluster resources. For example, distributed 



memory has multiple images. Users may want all distributed memory to be shared by all servers 

by forming distributed 

shared memory (DSM). 

 

Major Cluster Design Issues 

A cluster-wide OS for complete resource sharing is not available yet. Middleware or OS extensions were 

developed at the user space to achieve SSI at selected functional levels. Without this middleware, cluster 

nodes cannot work together effectively to achieve cooperative computing. 

 

 

4. Explain in detail about Grid Computing Infrastructures 

Users have experienced a natural growth path from Internet to web and grid computing services. Internet 

services such as the Telnet command enables a local computer to connect to a remote computer. 

Web service such as HTTP enables remote access of remote web pages. Grid computing is envisioned to 

allow close interaction among applications running on distant computers simultaneously. 

 

Computational Grids 

Like an electric utility power grid, a computing grid offers an infrastructure that couples computers, 

software/middleware, special instruments, and people and sensors together. The grid is often constructed 

across LAN, WAN, or Internet backbone networks at a regional, national, or global scale Enterprises or 

organizations present grids as integrated computing resources. They can also be viewed as virtual 

platforms to support virtual organizations. The computers used in a grid are primarily workstations, 

servers, clusters, and supercomputers. Personal computers, laptops, and PDAs can be used as access 

devices to a grid system 

 

Special instruments may be involved such as using the radio telescope in SETI@Home search of life in 

the galaxy and the austrophysics@Swineburne for pulsars. At the server end, the grid is a network. 

 



Grid Families 

Grid technology demands new distributed computing models, software/middleware support, network 

protocols, and hardware infrastructures. National grid projects are followed by industrial grid platform 

development by IBM, Microsoft, Sun, HP, Dell, Cisco, EMC, Platform Computing, and others. New grid 

service providers (GSPs) and new grid applications have emerged rapidly, similar to the growth of 

Internet and web services in the past two decades. 

 

 

 

 

5. Explain in detail about service oriented architecture 

In grids/web services, Java, and CORBA, an entity is, respectively, a service, a Java object, and a 

CORBA distributed object in a variety of languages. These architectures build on the traditional seven 

Open Systems Interconnection (OSI) layers that provide the base networking abstractions. 

 

Layered Architecture for Web Services and Grids 

The entity interfaces correspond to the Web Services Description Language (WSDL), Java method, and 

CORBA interface definition language (IDL) specifications in these example distributed systems. These 



interfaces are linked with customized, high-level communication systems: SOAP, RMI, and IIOP in the 

three examples. These communication systems support features including particular message patterns 

(such as Remote Procedure Call or RPC), fault recovery, and specialized routing the features in the Web 

Services Reliable Messaging (WSRM) framework mimic the OSI layer capability (as in TCP fault 

tolerance) modified to match the different abstractions (such as messages versus packets, virtualized 

addressing) at the entity levels. Security is a critical capability that either uses or reimplements the 

capabilities seen in concepts such as Internet Protocol Security (IPsec) and secure sockets in the OSI 

layers. 

JNDI (Jini and Java Naming and Directory Interface) illustrating different approaches within the 

Java distributed object model. The CORBA Trading Service, UDDI (Universal Description, Discovery, 

and Integration), LDAP (Lightweight Directory Access Protocol), and ebXML (Electronic Business using 

eXtensibleMarkup Language) are other examples of discovery and information services described 

 

 

Web Services and Tools 

Loose coupling and support of heterogeneous implementations make services more attractive than 

distributed objects. corresponds to two choices of service architecture: web services or REST systems 

(these are further discussed in . Both web services and REST systems have very distinct approaches to 

building reliable interoperable systems. In web services, one aims to fully specify all aspects of the 

service and its environment. 

 

In CORBA and Java, the distributed entities are linked with RPCs, and the simplest way to build 

composite applications is to view the entities as objects and use the traditional ways of linking them 

together. For Java, this could be as simple as writing a Java program with method calls replaced by 

Remote Method Invocation (RMI), while CORBA supports a similar model with a syntax reflecting the 

C++ style of its entity (object) interfaces. 

 



The Evolution of SOA 

service-oriented architecture (SOA) has evolved over the years. SOA applies to building grids, clouds, 

grids of clouds, clouds of grids, clouds of clouds (also known as interclouds), and systems of systems in 

general. A large number of sensors provide data-collection services, denoted in the figure as SS (sensor 

service). A sensor can be a ZigBee device, a Bluetooth device, a WiFi access point, a personal computer, 

a GPA, or a wireless phone, among other things. Raw data is collected by sensor services. 

The evolution of SOA: grids of clouds and grids, where ―SS‖ refers to a sensor service and ―fs‖ to a 

filter or transforming service Most distributed systems require a web interface or portal. For raw data 

collected by a large number of sensors to be transformed into useful information or knowledge, the data 

stream may go through a sequence of compute, storage, filter, and discovery clouds. Finally, the inter-

service messages converge at the portal, which is accessed by all users 

 

Grids versus Clouds 

The boundary between grids and clouds are getting blurred in recent years. For web services, workflow 

technologies are used to coordinate or orchestrate services with certain specifications used to define 

critical business process models such as two-phase transactions 

 

In general, a grid system applies static resources, while a cloud emphasizes elastic resources. For some 

researchers, the differences between grids and clouds are limited only in dynamic resource allocation 

based on virtualization and autonomic computing. Thus one may end up building with a system of 

systems: such as a cloud of clouds, a grid of clouds, or a cloud of grids, or inter-clouds as a basic SOA 

architecture. 

 

 

 

 

 

 

 

 

 

 

 

6. Explain in detail about Grid Architecture and standards 

New architecture model and technology has been developed for the establishment and management of 

cross-organizational resource sharing. This new architecture, called gridarchitecture, identifies the basic 



components of a grid system. The grid architecture defines thepurpose and functions of its components, 

while indicating how 

 

these components interact with one another.7 The main focus of the architecture is on interoperability 

among resource providers and users in order to establish the sharing relationships. This interoperability, 

in turn, necessitates common protocols at each layer of the architectural model, which leads to the 

definition of a grid protocol architecture as shown in Figure. 

 

 

 

 

 

 

 

 

This protocol architecture defines common mechanisms, interfaces, schema, and protocols at each layer, 

by which users and resources can negotiate, establish, manage, and share resources. Figure 1 shows the 

component layers of the grid architecture and the capabilities of each layer. Each layer shares the 

behaviour of the underlying component layers. The following describes the core features of each of these 

component layers, starting from the bottom of the stack and moving upward. 

 

 Fabric layer—The fabric layer defines the interface to local resources, which may be shared.This 

includes computational resources, data storage, networks, catalogues, software modules, and other 

system resources. 

 Connectivity layer—The connectivity layer defines the basic communication andauthentication 

protocols required for grid-specific networkingservice transactions. 

 Resource layer—This layer uses the communication and security protocols (defined by 

theconnectivitylayer) to control secure negotiation, initiation, monitoring, accounting, and 

payment for the sharing of functions of individual resources. The resource layer calls the fabric 

layer functions to access and control local resources. This layer only handles individual resources, 

ignoring global states and atomic actions across the resource collectionpool, which are the 

responsibility of the collective layer. 

 Collective layer—While the resource layer manages an individual resource, the collectivelayer is 

responsiblefor all global resource management and interaction with collections of resources. This 

protocol layer implements a wide variety of sharing behaviors using a small number of resource-

layer and connectivity-layer protocols. 



 Application layer—The application layer enables the use of resources in a grid 

environmentthrough various collaboration and resource access protocols. 

 

Thus far, our discussions have focused on the grid problem in the context of a virtual organization and the 

proposed grid computing architecture as a suggested solution to this problem. This architecture is 

designed for controlled resource sharing with improved interoperability among participants. In contrast, 

emerging architectures help the earlier-defined grid architecture quickly adapt to a wider (and 

strategically important) technology domain. 

 

 



Unit – 1 

Part – A 

1. List the OGSA grid service interfaces?  

 

 

2. Define Endpoint References in WSRF  

The WSRF service addressing mechanism is defined in the WS-addressing standard and uses a term called 

an endpoint reference (EPR), which is an XML document that contains various information about the 

service and resource. Specifically, the endpoint reference includes both the service address (URI) and 

resource identification called a key.  

 

3. What are the specifications of WSRF  

 WSRF is actually a collection of four specifications (standards):  

 WS-ResourceProperties — specifies how resource properties are defined and accessed  

 WS-ResourceLifetime — specifies mechanisms to manage resource lifetimes  

 WS-ServiceGroup — specifies how to group services or WS-Resources together  

 WS-BaseFaults — specifies how to report faults  

 

4. Define Globus 4 information services  

Globus 4 information services collectively is called the Monitoring and Discovering System (MDS4 in GT 

4) and consists of a set of three WSRF information components:  

 Index service  

 Trigger service 

 WebMDS  

from which a framework can be constructed for collecting and using information. The three components 

are part of the full GT4 package.  

 

5. Define WebMDS.  

WebMDS (Web Monitoring and Discovering System) is a servlet that provides a Web-based interface to 

display XML-based information such as resource property information, and as such can be a front-end to 

index services.  



6. Write about the strategies of replication  

The strategies of replication can be classified into method types: dynamic and static. For the static method, 

the locations and number of replicas are determined in advance and will not be modified. Dynamic 

strategies can adjust locations and number of data replicas according to changes in conditions.  

 

7. Define data grid? List the Grid Data Access Models  

A data grid is a set of structured services that provides multiple services like the ability to access alter and 

transfer very large amounts of geographically separated data, especially for research and collaboration 

purposes.  

1. Monadic model 2. Hierarchical model 3. Federation model 4. Hybrid model  

 

8. Define grid data access Federation model  

This model is better suited for designing a data grid with multiple sources of data supplies. Sometimes this 

model is also known as a mesh model. The data sources are distributed to many different locations. 

Although the data is shared, the data items are still owned and controlled by their original owners. 

According to predefined access policies, only authenticated users are authorized to request data from any 

data source.  

 

9. Write about Parallel Data Transfer  

parallel data transfer opens multiple data streams for passing subdivided segments of a file simultaneously. 

Although the speed of each stream is the same as in sequential streaming, the total time to move data in all 

streams can be significantly reduced compared to FTP transfer.  

 

10. Define Striped Data Transfer  

Striped data transfer, a data object is partitioned into a number of sections, and each section is placed in an 

individual site in a data grid. When a user requests this piece of data, a data stream is created for each site, 

and all the sections of data objects are transferred simultaneously.  

 

11. Write about Monadic access model  

This is a centralized data repository model. All the data is saved in a central data repository. When users 

want to access some data they have to submit requests directly to the central repository. No data is 

replicated for preserving data locality. This model is the simplest to implement for a small grid.  

 

12. Explain grid data access Hierarchical model  

This is suitable for building a large data grid which has only one large data access directory. The data may 

be transferred from the source to a second-level center. Then some data in the regional center is transferred 



to the third-level center. After being forwarded several times, specific data objects are accessed directly by 

users.  

 

13. List the basic functionality requirements of grid service  

 Discovery and brokering  

 Metering and accounting  

 Data sharing  

 Deployment  

 Virtual organizations  

 Monitoring  

 Policy  

 

14. What are the security requirements of grid service  

 Multiple security infrastructures  

 Perimeter security solutions  

 Authentication, Authorization, and Accounting  

 Encryption  

 Application and Network-Level Firewalls  

 Certification  

 

15. List the System Properties Requirements of grid service  

 Fault tolerance  

 Disaster recovery  

 Self-healing capabilities  

 Strong monitoring  

 Legacy application management  

 Administration.  

 Agreement-based interaction  

 Grouping/aggregation of services  

 

16. What are the objectives of OGSA?  

 Manage resources across distributed heterogeneous platforms  

 Support QoS-oriented Service Level Agreements (SLAs).  

 Provide a common base for autonomic management  

 Define open, published interfaces and protocols for the interoperability of diverse resources.  

 



17. Define grid service instance  

A grid service instance is a (potentially taransient) service that conforms to a set of conventions, expressed 

as WSDL interfaces, extensions, and behaviors, for such purposes as lifetime management, discovery of 

characteristics, and notification. 

 

18. Define grid service handle (GSH)  

A grid service handle (GSH) can be thought of as a permanent network pointer to a particular grid service 

instance. The GSH does not provide sufficient information to allow a client to access the service instance; 

the client needs to ―resolve‖ a GSH into a grid service reference (GSR).  

 

19. Define grid service reference (GSR).  

The GSR contains all the necessary information to access the service instance. The GSR is not a 

―permanent‖ network pointer to the grid service instance because a GSR may become invalid for various 

reasons; for example, the grid service instance may be moved to a different server.  

 

20. What is meant by grid service description  

A grid service description describes how a client interacts with service instances. This description is 

independent of any particular instance. Within a WSDL document, the grid service description is embodied 

in the most derived of the instance, along with its associated portTypes bindings, messages, and types 

definitions.  

 

21. List the XML lifetime declaration properties  

The three lifetime declaration properties are  

1. ogsi:goodFrom  

2. ogsi:goodUntil  

3. ogsi:availableUntil  

 

22. Define Naming by Attributes in semantic name space  

Attribute naming schemes associate various metadata with services and support retrieval via queries on 

attribute values. A registry implementing such a scheme allows service providers to publish the existence 

and properties of the services that they provide, so that service consumers can discover them.  

 

23. Define naming by path in semantic name space  

Path naming or directory schemes (as used, for example, in file systems) represent an alternative approach 

to attribute schemes for organizing services into a hierarchical name space that can be navigated. 

 



Part – B 

1. Explain in detail about Open Grid Services Architecture  

The OGSA is an open source grid service standard jointly developed by academia and the IT industry 

under coordination of a working group in the Global Grid Forum (GGF). The standard was specifically 

developed for the emerging grid and cloud service communities. The OGSA is extended from web service 

concepts and technologies. The standard defines a common framework that allows businesses to build grid 

platforms across enterprises and business partners. The intent is to define the standards required for both 

open source and commercial software to support a global grid infrastructure  

 

OGSA Framework  

The OGSA was built on two basic software technologies: the Globus Toolkit widely adopted as a grid 

technology solution for scientific and technical computing, and web services (WS 2.0) as a popular 

standards-based framework for business and network applications. The OGSA is intended to support the 

creation, termination, management, and invocation of stateful, transient grid services via standard 

interfaces and conventions  

 

OGSA Interfaces  

The OGSA is centered on grid services. These services demand special well-defined application interfaces.  

These interfaces provide resource discovery, dynamic service creation, lifetime management,  

notification, and manageability. These properties have significant implications regarding how a grid service 

is named, discovered, and managed 

 

 

Grid Service Handle  

A GSH is a globally unique name that distinguishes a specific grid service instance from all others. The 

status of a grid service instance could be that it exists now or that it will exist in the future.  

These instances carry no protocol or instance-specific addresses or supported protocol bindings. Instead, 

these information items are encapsulated along with all other instance-specific information. In order to 

interact with a specific service instance, a single abstraction is defined as a GSR.  

Grid Service Migration  



This is a mechanism for creating new services and specifying assertions regarding the lifetime of a service. 

The OGSA model defines a standard interface, known as a factor, to implement this reference. This creates 

a requested grid service with a specified interface and returns the GSH and initial GSR for the new service 

instance.  

If the time period expires without having received a reaffirmed interest from a client, the service instance 

can be terminated on its own and release the associated resources accordingly  

 

OGSA Security Models  

The grid works in a heterogeneous distributed environment, which is essentially open to the general public. 

We must be able to detect intrusions or stop viruses from spreading by implementing secure conversations, 

single logon, access control, and auditing for nonrepudiation.  

At the security policy and user levels, we want to apply a service or endpoint policy, resource mapping 

rules, authorized access of critical resources, and privacy protection. At the Public Key Infrastructure (PKI) 

service level, the OGSA demands security binding with the security protocol stack and bridging of 

certificate authorities (CAs), use of multiple trusted intermediaries, and so on. 

 

 

 

2. Describe in detail about basic functionality requirements and System Properties Requirements  



Basic functionality requirements  

Discovery and brokering. Mechanisms are required for discovering and/or allocating services, data, and 

resources with desired properties. For example, clients need to discover network services before they are 

used, service brokers need to discover hardware and software availability, and service brokers must 

identify codes and platforms suitable for execution requested by the client  

 

Metering and accounting. Applications and schemas for metering, auditing, and billing for IT 

infrastructure and management use cases. The metering function records the usage and duration, especially 

metering the usage of licenses. The auditing function audits usage and application profiles on machines, 

and the billing function bills the user based on metering.  

 

Data sharing. Data sharing and data management are common as well as important grid applications. 

chanisms are required for accessing and managing data archives, for caching data and managing its 

consistency, and for indexing and discovering data and metadata.  

 

Deployment. Data is deployed to the hosting environment that will execute the job (or made available in or 

via a high-performance infrastructure). Also, applications (executable) are migrated to the computer that 

will execute them  

 

Virtual organizations (VOs). The need to support collaborative VOs introduces a need for mechanisms to 

support VO creation and management, including group membership services [58]. For the commercial data 

center use case [55], the grid creates a VO in a data center that provides IT resources to the job upon the 

customer’s job request.  

 

Monitoring. A global, cross-organizational view of resources and assets for project and fiscal planning, 

troubleshooting, and other purposes. The users want to monitor their applications running on the grid. Also, 

the resource or service owners need to surface certain states so that the user of those resources or services 

may manage the usage using the state information  

 

Policy. An error and event policy guides self-controlling management, including failover and provisioning. 

It is important to be able to represent policy at multiple stages in hierarchical systems, with the goal of 

automating the enforcement of policies that might otherwise be implemented as organizational processes or 

managed manually  

 

 

System Properties Requirements  



Fault tolerance. Support is required for failover, load redistribution, and other techniques used to achieve 

fault tolerance. Fault tolerance is particularly important for long running queries that can potentially return 

large amounts of data, for dynamic scientific applications, and for commercial data center applications.  

 

Disaster recovery. Disaster recovery is a critical capability for complex distributed grid infrastructures. For 

distributed systems, failure must be considered one of the natural behaviors and disaster recovery 

mechanisms must be considered an essential component of the design.  

 

Self-healing capabilities of resources, services and systems are required. Significant manual effort should 

not be required to monitor, diagnose, and repair faults.  

 

Legacy application management. Legacy applications are those that cannot be changed, but they are too 

aluable to give up or to complex to rewrite. Grid infrastructure has to be built around them so that they can 

continue to be used  

 

Administration. Be able to ―codify‖ and ―automate‖ the normal practices used to administer the 

environment. The goal is that systems should be able to selforganize and self-describe to manage low-level 

configuration details based on higher-level configurations and management policies specified by 

administrators.  

 

Agreement-based interaction. Some initiatives require agreement-based interactions capable of specifying 

and enacting agreements between clients and servers (not necessarily human) and then composing those 

agreements into higher-level end-user structures  

 

Grouping/aggregation of services. The ability to instantiate (compose) services using some set of existing 

services is a key requirement. There are two main types of composition techniques: selection and 

aggregation. Selection involves choosing to use a particular service among many services with the same 

operational interface. 

 

3. Explain the following functionality requirements  

a) Security requirements  

Security requirements  

Grids also introduce a rich set of security requirements; some of these requirements are:  

Multiple security infrastructures. Distributed operation implies a need to interoperate with and manage 

multiple security infrastructures. For example,for a commercial data center application, isolation of 



customers in the same commercial data center is a crucial requirement; the grid should provide not only 

access control but also performance isolation.  

 

Perimeter security solutions. Many use cases require applications to be deployed on the other side of 

firewalls from the intended user clients. Intergrid collaboration often requires crossing institutional 

firewalls.  

 

Authentication, Authorization, and Accounting. Obtaining application programs and deploying them into 

a grid system may require authentication/authorization. In the commercial data center use case, the 

commercial data center authenticates the customer and authorizes the submitted request when the customer 

submits a job request.  

 

Encryption. The IT infrastructure and management use case requires encrypting of the communications, at 

least of the payload  

 

Application and Network-Level Firewalls. This is a long-standing problem; it is made particularly difficult 

by the many different policies one is dealing with and the particularly harsh restrictions at international 

sites.  

Certification. A trusted party certifies that a particular service has certain semantic behavior. For example, 

a company could establish a policy of only using e-commerce services certified by Yahoo  

 

b) Resource Management Requirements  

Resource management is another multilevel requirement, encompassing SLA negotiation, provisioning, 

and scheduling for a variety of resource types and activities  

 

Provisioning. Computer processors, applications, licenses, storage, networks, and instruments are all grid 

resources that require provisioning. OGSA needs a framework that allows resource provisioning to be done 

in a uniform, consistent manner.  

 

Resource virtualization. Dynamic provisioning implies a need for resource virtualization mechanisms that 

allow resources to be transitioned flexibly to different tasks as required; for example, when bringing more 

Web servers on line as demand exceeds a threshold..  

 

Optimization of resource usage while meeting cost targets (i.e., dealing with finite resources). 

Mechanisms to manage conflicting demands from various organizations, groups, projects, and users and 

implement a fair sharing of resources and access to the grid  



Transport management. For applications that require some form of real-time scheduling, it can be 

important to be able to schedule or provision bandwidth dynamically for data transfers or in support of the 

other data sharing applications. In many (if not all) commercial applications, reliable transport management 

is essential to obtain the end-to-end QoS required by the application  

 

Management and monitoring. Support for the management and monitoring of resource usage and the 

detection of SLA or contract violations by all relevant parties. Also, conflict management is necessary;  

 

Processor scavenging is an important tool that allows an enterprise or VO to use to aggregate computing 

power that would otherwise go to waste  

 

Scheduling of service tasks. Long recognized as an important capability for any information processing 

system, scheduling becomes extremely important and difficult for distributed grid systems.  

 

Load balancing. In many applications, it is necessary to make sure make sure deadlines are met or 

resources are used uniformly. These are both forms of load balancing that must be made possible by the 

underlying infrastructure Advanced reservation. This functionality may be required in order to execute the 

application on reserved resources.  

 

Notification and messaging. Notification and messaging are critical in most dynamic scientific problems.  

Logging. It may be desirable to log processes such as obtaining/deploying application programs because, 

for example, the information might be used for accounting. This functionality is represented as ―metering 

and accounting. 

 

Workflow management. Many applications can be wrapped in scripts or processes that require licenses and 

other resources from multiple sources. Applications coordinate using the file system based on events  

Pricing. Mechanisms for determining how to render appropriate bills to users of a grid. 

 

4. Explain in detail about Data-Intensive Grid Service Models  

Applications in the grid are normally grouped into two categories: computation-intensive and data 

intensive. For data-intensive applications, we may have to deal with massive amounts of data. For example, 

the data produced annually by a Large Hadron Collider may exceed several petabytes (1015 bytes). The 

grid system must be specially designed to discover, transfer, and manipulate these massive data sets. 

Transferring massive data sets is a time-consuming task. Efficient data management demands low-cost 

storage and high-speed data movement  

 



 

 

Data Replication and Unified Namespace  

This data access method is also known as caching, which is often applied to enhance data efficiency in a 

grid environment. By replicating the same data blocks and scattering them in multiple regions of a grid, 

users can access the same data with locality of references. Replication strategies determine when and where 

to create a replica of the data. The factors to consider include data demand, network conditions, and 

transfer cost  

 

Grid Data Access Models  

Multiple participants may want to share the same data collection. To retrieve any piece of data, we need a 

grid with a unique global namespace. Similarly, we desire to have unique file names. To achieve these, we 

have to resolve inconsistencies among multiple data objects bearing the same name Monadic model: This 

is a centralized data repository model, All the data is saved in a central data repository. When users want to 

access some data they have to submit requests directly to the central repository.  

 

Hierarchical model: The hierarchical model,is suitable for building a large data grid which has only one 

large data access directory. The data may be transferred from the source to a second-level center.  

 

Federation model: This data access model is better suited for designing a data grid with multiple sources 

of data supplies. Sometimes this model is also known as a mesh model.  

 

Hybrid model: This data access model. The model combines the best features of the hierarchical and mesh 

models. Traditional data transfer technology, such as FTP, applies for networks with lower bandwidth 

 

Parallel versus Striped Data Transfers  



Compared with traditional FTP data transfer, parallel data transfer opens multiple data streams for passing 

subdivided segments of a file simultaneously. Although the speed of each stream is the same as in 

sequential streaming, the total time to move data in all streams can be significantly reduced compared to 

FTP transfer.  

 

5. Short notes on OGSA Service  

a) Metering Service  

Different grid deployments may integrate different services and resources and feature different underlying 

economic motivations and models; however, regardless of these differences, it is a quasiuniversal 

requirement that resource utilization can be monitored, whether for purposes of cost allocation (i.e., charge 

back), capacity and trend analysis, dynamic provisioning, grid-service pricing, fraud and intrusion 

detection, and/or billing.  

A grid service may consume multiple resources and a resource may be shared by multiple service 

instances. Ultimately, the sharing of underlying resources is managed by middleware and operating 

systems.  

A metering interface provides access to a standard description of such aggregated data (metering 

serviceData). A key parameter is the time window over which measurements are aggregated. In 

commercial Unix systems, measurements are aggregated at administrator-defined intervals (chronological 

entry), usually daily, primarily for the purpose of accounting.  

Several use cases require metering systems that support multitier, end-to-end flows involving multiple 

services. An OGSA metering service must be able to meter the resource consumption of configurable 

classes of these types of flows executing on widely distributed, loosely coupled server, storage, and 

network resources. Configurable classes should support, for example, a departmental charge-back scenario 

where incoming requests and their subsequent flows are partitioned into account classes determined by the 

department providing the service. 

  

b) Service Groups and Discovery Services  

GSHs and GSRs together realize a two-level naming scheme, with HandleResolver services mapping from 

handles to references; however, GSHs are not intended to contain semantic information and indeed may be 

viewed for most purposes as opaque. Thus, other entities (both humans and applications) need other means 

for discovering services with particular properties, whether relating to interface, function, availability, 

location, policy.  

 

Attribute naming schemes associate various metadata with services and support retrieval via queries on 

attribute values. A registry implementing such a scheme allows service providers to publish the existence 

and properties of the services that they provide, so that service consumers can discover them  



A ServiceGroup is a collection of entries, where each entry is a grid service implementing the 

rviceGroupEntry interface. The ServiceGroup interface also extends the GridService interface  

It is also envisioned that many registries will inherit and implement the notificationSource interface so as to 

facilitate client subscription to register state changes  

 

Path naming or directory schemes (as used, for example, in file systems) represent an alternative approach 

to attribute schemes for organizing services into a hierarchical name space that can be navigated. The two 

pproaches can be combined, as in LDAP.  

 

c) Rating Service  

A rating interface needs to address two types of behaviors. Once the metered information is available, it 

has to be translated into financial terms. That is, for each unit of usage, a price has to be associated with it. 

This step is accomplished by the rating interfaces, which provide operations that take the metered 

information and a rating package as input and output the usage in terms of chargeable amounts. 

 

For example,  

a commercial UNIX system indicates that 10 hours of prime-time resource and 10 hours on nonprime-time 

resource are consumed, and the rating package indicates that each hour of prime-time resource is priced at 

2 dollars and each hour of nonprime- time resource is priced at 1 dollar, a rating service will apply the 

pricing indicated in the rating package  

Furthermore, when a business service is developed, a rating service is used to aggregate the costs of the 

components used to deliver the service, so that the service owner can determine the pricing, terms, and 

conditions under which the service will be offered to subscribe  

 

d) Other Data Services  

A variety of higher-level data interfaces can and must be defined on top of the base  

data interfaces, to address functions such as:  

_ Data access and movement  

_ Data replication and caching  

_ Data and schema mediation  

_ Metadata management and looking  

 

Data Replication. Data replication can be important as a means of meeting performance objectives by 

allowing local computer resources to have access to local data. Although closely related to caching (indeed, 

a ―replica store‖ and a ―cache‖may differ only in their policies), replicas may provide different interfaces  

 



Data Caching. In order to improve performance of access to remote data items, caching services will be 

employed. At the minimum, caching services for traditional flat file data will be employed. Caching of 

other data types, such as views on RDBMS data, streaming data, and application binaries, are also 

envisioned  

 

Consistency—Is the data in the cache the same as in the source? If not, what is the coherence window? 

Different applications have very different requirements. _ Cache invalidation protocols—How and when is 

cached data invalidated? _ Write through or write back? When are writes to the cache committed back to 

the original data source?  

 

Security—How will access control to cached items be handled? Will access control enforcement be 

delegated to the cache, or will access control be somehow enforced by the original data source? _ Integrity 

of cached data—Is the cached data kept in memory or on disk? How is it protected from unauthorized 

access? Is it encrypted  

 

Schema Transformation. Schema transformation interfaces support the transformation of data from one 

schema to another. For example, XML transformations as specified in XSLT. 

 

 



Unit – III 

Part – A 

 

1. Define private cloud.  

The private cloud is built within the domain of an intranet owned by a single organization. Therefore, they 

are client owned and managed. Their access is limited to the owning clients and their partners. Their 

deployment was not meant to sell capacity over the Internet through publicly accessible interfaces. Private 

clouds give local users a flexible and agile private infrastructure to run service workloads within their 

administrative domains.  

 

2. Define public cloud.  

A public cloud is built over the Internet, which can be accessed by any user who has paid for the service. 

Public clouds are owned by service providers. They are accessed by subscription. Many companies have 

built public clouds, namely Google App Engine, Amazon AWS, Microsoft Azure, IBM Blue Cloud, and 

Salesforce Force.com. These are commercial providers that offer a publicly accessible remote interface for 

creating and managing VM instances within their proprietary infrastructure.  

 

3. Define hybrid cloud.  

A hybrid cloud is built with both public and private clouds, Private clouds can also support a hybrid cloud 

model by supplementing local infrastructure with computing capacity from an external public cloud. For 

example, the research compute cloud (RC2) is a private cloud built by IBM.  

 

4. List the essential characteristics of cloud computing  

1. On-demand capabilities  

2. Broad network access  

3. Resource pooling  

4. Rapid elasticity  

5. Measured service  

 

5. List the design objectives of cloud computing.  

 Shifting Computing from Desktops to Datacenters  

 Service Provisioning and Cloud Economics  

 Scalability in Performance  

 Data Privacy Protection.  

 High Quality of Cloud Services.  

 



6. Define anything-as-a-service.  

Providing services to the client on the basis on meeting their demands at some pay per use cost such as data 

storage as a service, network as a service, communication as a service etc. it is generally denoted as 

anything as a service (XaaS).  

 

7. What is mean by SaaS?  

The software as a service refers to browser initiated application software over thousands of paid customer. 

The SaaS model applies to business process industry application, consumer relationship management 

(CRM), Enterprise resource Planning (ERP), Human Resources (HR) and collaborative application.  

 

8. What is mean by IaaS? 

The Infrastructure as a Service model puts together the infrastructure demanded by the user namely servers, 

storage, network and the data center fabric. The user can deploy and run on multiple VM’s running guest 

OS on specific application.  

 

9. What is PaaS?  

The Platform as a Service model enables the user to deploy user built applications onto a virtualized cloud 

platform. It includes middleware, database, development tools and some runtime support such as web2.0 

and java. It includes both hardware and software integrated with specific programming interface.  

 

10. What is mean by Virtualization?  

Virtualization is a computer architecture technology by which multiple virtual machines (VMs) are 

multiplexed in the same hardware machine. The purpose of a VM is to enhance resource sharing by many 

users and improve computer performance in terms of resource utilization and application flexibility.  

 

11. Define virtual machine monitor.  

A traditional computer runs with a host operating system specially tailored for its hardware architecture, 

After virtualization, different user applications managed by their own operating systems (guest OS) can run 

on the same hardware, independent of the host OS. This is often done by adding additional software, called 

a virtualization layer. This virtualization layer is known as hypervisor or virtual machine monitor (VMM).  

 

12. List the requirements of VMM.  

 VMM should provide an environment for programs which is essentially identical to the original 

machine.  

 Programs run in this environment should show, at worst, only minor decreases in speed.  



 VMM should be in complete control of the system resources. Any program run under a VMM 

should exhibit a function identical to that which it runs on the original machine directly.  

 

13. Define Host OS and Guest OS.  

The guest OS, which has control ability, is called Domain 0, and the others are called Domain U. Domain 0 

is a privileged guest OS of Xen. It is first loaded when Xen boots without any file system drivers being 

available. Domain 0 is designed to access hardware directly and manage devices.  

 

14. What are the responsibilities of VMM?  

 The VMM is responsible for allocating hardware resources for programs.  

 It is not possible for a program to access any resource not explicitly allocated to it.  

 It is possible under certain circumstances for a VMM to regain control of resources already 

allocated.  

 

15. Define CPU virtualization.  

CPU architecture is virtualizable if it supports the ability to run the VM’s privileged and unprivileged 

instructions in the CPU’s user mode while the VMM runs in supervisor mode. When the privileged 

instructions including control- and behavior-sensitive instructions of a VM are executed, they are trapped 

in the VMM. In this case, the VMM acts as a unified mediator for hardware access from different VMs to 

guarantee the correctness and stability of the whole system.  

 

16. Define memory virtualization.  

Virtual memory virtualization is similar to the virtual memory support provided by modern operating 

systems. In a traditional execution environment, the operating system maintains mappings of virtual 

memory to machine memory using page tables, which is a one-stage mapping from virtual memory to 

machine memory. All modern x86 CPUs include a memory management unit (MMU) and a translation 

look aside buffer (TLB) to optimize virtual memory performance.  

 

17. What is mean by I/O virtualization?  

I/O virtualization involves managing the routing of I/O requests between virtual devices and the shared 

physical hardware. There are three ways to implement I/O virtualization:  

 Full device emulation, Full device emulation is the first approach for I/O virtualization  

 para-virtualization  

 direct I/O.  

 

 



18. Distinguish the physical and virtual cluster.  

A physical cluster is a collection of servers (physical machines) connected by a physical network such as a 

LAN. Virtual clusters have different properties and potential applications. There are three critical design 

issues of virtual clusters: live migration of virtual machines (VMs), memory and file migrations, and 

dynamic deployment of virtual clusters.  

 

19. What is memory migration? 

Moving the memory instance of a VM from one physical host to another can be approached in any number 

of ways. Memory migration can be in a range of hundreds of megabytes to a few gigabytes in a typical 

system today, and it needs to be done in an efficient manner. The Internet Suspend-Resume (ISR) 

technique exploits temporal locality as memory states are likely to have considerable overlap in the 

suspended and the resumed instances of a VM.  

 

20. What is mean by host based virtualization?  

An alternative VM architecture is to install a virtualization layer on top of the host OS. This host OS is still 

responsible for managing the hardware. The guest OSes are installed and run on top of the virtualization 

layer. Dedicated applications may run on the VMs. Certainly, some other applications can also run with the 

host OS directly.  

 

21. Define KVM.  

Kernel-Based VM:- This is a Linux para-virtualization system—a part of the Linux version 2.6.20 kernel. 

Memory management and scheduling activities are carried out by the existing Linux kernel. The KVM 

does the rest, which makes it simpler than the hypervisor that controls the entire machine. KVM is a 

hardware-assisted para-virtualization tool, which improves performance and supports unmodified guest 

OSes such as Windows, Linux, Solaris, and other UNIX variants 

 

 

 

 

 

 

 

 

 

 

 



Part – B 

1. Explain the cloud computing service and deployment models of cloud computing  

Cloud computing service  

Infrastructure as a Service (IaaS)  

The infrastructure layer builds on the virtualization layer by offering the virtual machines as a service to 

users. Instead of purchasing servers or even hosted services, IaaS customers can create and remove virtual 

machines and network them together at will. Clients are billed for infrastructure services based on what 

resources are consumed. This eliminates the need to procure and operate physical servers, data storage 

systems, or networking resources.  

Platform as a Service (PaaS)  

The platform layer rests on the infrastructure layer’s virtual machines. At this layer customers do not 

manage their virtual machines; they merely create applications within an existing API or programing 

language. There is no need to manage an operating system, let alone the underlying hardware and 

virtualization layers. Clients merely create their own programs which are hosted by the platform services 

they are paying for.  

Software as a Service (SaaS)  

Services at the software level consist of complete applications that do not require development. Such 

applications can be email, customer relationship management, and other office productivity applications. 

Enterprise services can be billed monthly or by usage, while software as service offered directly to 

consumers, such as email, is often provided for free.  

Deployment models of cloud computing  

The Private Cloud  

This model doesn’t bring much in terms of cost efficiency: it is comparable to buying, building and 

managing your own infrastructure. Still, it brings in tremendous value from a security point of view. 

During their initial adaptation to the cloud, many organizations face challenges and have concerns related 

to data security. These concerns are taken care of by this model, in which hosting is built and maintained 

for a specific client. The infrastructure required for hosting can be on-premises or at a third-party location. 

Security concerns are addressed through secure-access VPN or by the physical location within the client’s 

firewall system.  

Public Cloud  

The public cloud deployment model represents true cloud hosting. In this deployment model, services and 

infrastructure are provided to various clients. Google is an example of a public cloud. This service can be 

provided by a vendor free of charge or on the basis of a pay-per-user license policy. This model is best 

suited for business requirements wherein it is required to manage load spikes, host SaaS applications, 

utilize interim infrastructure for developing and testing applications, and manage applications which are 

consumed by many users that would otherwise require large investment in infrastructure from businesses.  



Hybrid Cloud  

This deployment model helps businesses to take advantage of secured applications and data hosting on a 

private cloud, while still enjoying cost benefits by keeping shared data and applications on the public 

cloud. This model is also used for handling cloud bursting, which refers to a scenario where the existing 

private cloud infrastructure is not able to handle load spikes and requires a fallback option to support the 

load. Hence, the cloud migrates workloads between public and private hosting without any inconvenience 

to the users. Many PaaS deployments expose their APIs, which can be further integrated with internal 

applications or applications hosted on a private cloud, while still maintaining the security aspects. 

Microsoft Azure and Force.com are two examples of this model.  

Community Cloud  

In the community deployment model, the cloud infrastructure is shared by several organizations with the 

same policy and compliance considerations. This helps to further reduce costs as compared to a private 

cloud, as it is shared by larger group.Various state-level government departments requiring access to the 

same data relating to the local population or information related to infrastructure, such as hospitals, roads, 

electrical stations, etc., can utilize a community cloud to manage applications and data.Cloud computing is 

not a ―silver–bullet‖ technology; hence, investment in any deployment model should be made based on 

business requirements, the criticality of the application and the level of support required. 

 

2. a. Compare public cloud with private cloud  

A private cloud hosting solution, also known as an internal or enterprise cloud, resides on company’s 

intranet or hosted data center where all of your data is protected behind a firewall. This can be a great 

option for companies who already have expensive data centers because they can use their current 

infrastructure. However, the main drawback people see with a private cloud is that all management, 

maintenance and updating of data centers is the responsibility of the company. Over time, it’s expected that 

your servers will need to be replaced, which can get very expensive. On the other hand, private clouds offer 

an increased level of security and they share very few, if any, resources with other organizations.  

The main differentiator between public and private clouds is that you aren’t responsible for any of the 

management of a public cloud hosting solution. Your data is stored in the provider’s data center and the 

provider is responsible for the management and maintenance of the data center. This type of cloud 

environment is appealing to many companies because it reduces lead times in testing and deploying new 

products. However, the drawback is that many companies feel security could be lacking with a public 

cloud. Even though you don’t control the security of a public cloud, all of your data remains separate from 

others and security breaches of public clouds are rare.  

 

 

 



2. b. Pros and Cons of cloud computing  

Pros:  

1. Cloud Computing has lower software costs. With Cloud Computing a lot of software is paid on a 

monthly basis which when compared to buying the software in the beginning, software through 

Cloud Computing is often a fraction of the cost.  

2. Eventually your company may want to migrate to a new operating system, the associated costs to 

migrate to a new operating system, isoften less than in a traditional server environment.  

3. Centralized data- Another key benefit with Cloud Computing is having all the data (which could 

be for multiple branch offices or project sites) in a single location "the Cloud".  

4. Access from anywhere- never leave another important document back at the office. With Cloud 

computing and an Internet connection, your data are always nearby, even if you are on the other 

side of the world.  

5. Internet connection is a required for Cloud Computing. You must have an Internet connection to 

access your data.  

 

Cons  

1. Internet Connection Quality & Cloud Computing  

Low Bandwidth -If you can only get low bandwidth Internet (like dial-up) then you should not consider 

using Cloud Computing. Bandwidth is commonly referred to as "how fast a connection is" or what the 

"speed" of your Internet is. The bandwidth to download data may not be the same as it is to send data.  

Unreliable Internet connection -If you can get high speed Internet but it is unreliable (meaning your 

connection drops frequently and/or can be down for long periods at a time), depending on your business 

and how these outages will impact your operations, Cloud Computing may not be for you (or you may 

need to look into a more reliable and/or additional Internet connection).  

Your company will still need a Disaster Recovery Plan, and if you have one now, it will need to be 

revised to address the changes for when you are using Cloud Computing.  

 

3. Compare virtual and physical clusters. Explain how resource management done for virtual 

clusters.  

A physical cluster is a collection of servers (physical machines) connected by a physical network such as a 

LAN. Virtual clusters have different properties and potential applications. There are three critical design 

issues of virtual clusters: live migration of virtual machines (VMs), memory and file migrations, and 

dynamic deployment of virtual clusters  

Virtual clusters are built with VMs installed at distributed servers from one or more physical clusters. The 

VMs in a virtual cluster are interconnected logically by a virtual network across several physical networks. 

Below figure illustrates the concepts of virtual clusters and physical clusters. Each virtual cluster is formed 



with physical machines or a VM hosted by multiple physical clusters. The virtual cluster boundaries are 

shown as distinct boundaries.  

The provisioning of VMs to a virtual cluster is done dynamically to have the following interesting 

properties:  

 The virtual cluster nodes can be either physical or virtual machines. Multiple VMs running with 

different OSes can be deployed on the same physical node.  

 A VM runs with a guest OS, which is often different from the host OS, that manages the resources 

in the physical machine, where the VM is implemented.  

 The purpose of using VMs is to consolidate multiple functionalities on the same server. This will 

greatly enhance server utilization and application flexibility.  

 VMs can be colonized (replicated) in multiple servers for the purpose of promoting distributed 

parallelism, fault tolerance, and disaster recovery.  

 The size (number of nodes) of a virtual cluster can grow or shrink dynamically, similar to the way 

an overlay network varies in size in a peer-to-peer (P2P) network.  

 The failure of any physical nodes may disable some VMs installed on the failing nodes. But the 

failure of VMs will not pull down the host system.  

 

Below diagram shows the concept of a virtual cluster based on application partitioning or customization. 

The different colors in the figure represent the nodes in different virtual clusters. As a large number of VM 

images might be present, the most important thing is to determine how to store those images in the system 

efficiently. There are common installations for most users or applications, such as operating systems or 

user-level programming libraries. These software packages can be preinstalled as templates (called 

template VMs). With these templates, users can build their own software stacks. New OS instances can be 

copied from the template VM. User- 

consider using Cloud Computing. Bandwidth is commonly referred to as "how fast a connection is" or 

what the "speed" of your Internet is. The bandwidth to download data may not be the same as it is to send 

data.  



Unreliable Internet connection -If you can get high speed Internet but it is unreliable (meaning your 

connection drops frequently and/or can be down for long periods at a time), depending on your business 

and how these outages will impact your operations, Cloud Computing may not be for you (or you may 

need to look into a more reliable and/or additional Internet connection).  

Your company will still need a Disaster Recovery Plan, and if you have one now, it will need to be 

revised to address the changes for when you are using Cloud Computing. 

specific components such as programming libraries and applications can be installed to those instances. 

 

 

4. Explain the trust management in virtual clusters.  

A VMM changes the computer architecture. It provides a layer of software between the operating systems 

and system hardware to create one or more VMs on a single physical platform. A VM entirely encapsulates 

the state of the guest operating system running inside it. Encapsulated machine state can be copied and 

shared over the network and removed like a normal file, which proposes a challenge to VM security. In 

general, a VMM can provide secure isolation and a VM accesses hardware resources through the control of 

the VMM, so the VMM is the base of the security of a virtual system. Normally, one VM is taken as a 

management VM to have some privileges such as creating, suspending, resuming, or deleting a VM.  

Once a hacker successfully enters the VMM or management VM, the whole system is in danger. A subtler 

problem arises in protocols that rely on the ―freshness‖ of their random number source for generating 

session keys. Considering a VM, rolling back to a point after a random number has been chosen, but before 

it has been used, resumes execution; the random number, which must be ―fresh‖ for security purposes, is 

reused. With a stream cipher, two different plaintexts could be encrypted under the same key stream, which 

could, in turn, expose both plaintexts if the plaintexts have sufficient redundancy. Non-cryptographic 

protocols that rely on freshness are also at risk. For example, the reuse of TCP initial sequence numbers 

can raise TCP hijacking attacks.  

 



VM-Based Intrusion Detection  

Intrusions are unauthorized access to a certain computer from local or network users and intrusion 

detection is used to recognize the unauthorized access. An intrusion detection system (IDS) is built on 

operating systems, and is based on the characteristics of intrusion actions. A typical IDS can be classified 

as a host-based IDS (HIDS) or a network-based IDS (NIDS), depending on the data source. A HIDS can 

be implemented on the monitored system. When the monitored system is attacked by hackers, the HIDS 

also faces the risk of being attacked. A NIDS is based on the flow of network traffic which can’t detect 

fake actions. Virtualization-based intrusion detection can isolate guest VMs on the same hardware 

platform. Even some VMs can be invaded successfully; they never influence other VMs, which is similar 

to the way in which a NIDS operates. Furthermore, a VMM monitors and audits access requests for 

hardware and system software. This can avoid fake actions and possess the merit of a HIDS. There are two 

different methods for implementing a VM-based IDS: Either the IDS is an independent process in each 

VM or a high-privileged VM on the VMM; or the IDS is integrated into the VMM and has the same 

privilege to access the hardware as well as the VMM. 

 

The VM-based IDS contains a policy engine and a policy module. The policy framework can monitor 

events in different guest VMs by operating system interface library and PTrace indicates trace to secure 

policy of monitored host. It’s difficult to predict and prevent all intrusions without delay. Therefore, an 

analysis of the intrusion action is extremely important after an intrusion occurs. At the time of this writing, 

most computer systems use logs to analyze attack actions, but it is hard to ensure the credibility and 

integrity of a log. The IDS log service is based on the operating system kernel. Thus, when an operating 

system is invaded by attackers, the log service should be unaffected.  

Besides IDS, honeypots and honey nets are also prevalent in intrusion detection. They attract and provide 

a fake system view to attackers in order to protect the real system. In addition, the attack action can be 

analyzed, and a secure IDS can be built. A honeypot is a purposely defective system that simulates an 

operating system to cheat and monitor the actions of an attacker. A honeypot can be divided into physical 

and virtual forms. A guest operating system and the applications running on it constitute a VM. The host 

operating system and VMM must be guaranteed to prevent attacks from the VM in a virtual honeypot. 

 

5. Explain the virtualization for data center automation.  

The dynamic nature of cloud computing has pushed data center workload, server, and even hardware 

automation to whole new levels. Now, any data center provider looking to get into cloud computing must 

look at some form of automation to help them be as agile as possible in the cloud world.  

New technologies are forcing data center providers to adopt new methods to increase efficiency, scalability 

and redundancy. Let’s face facts; there are numerous big trends which have emphasized the increased use 

of data center facilities. These trends include:  



 More users  

 More devices  

 More cloud  

 More workloads  

 A lot more data  

 

As infrastructure improves, more companies have looked towards the data center provider to offload a big 

part of their IT infrastructure. With better cost structures and even better incentives in moving towards a 

data center environment, organizations of all sizes are looking at colocation as an option for their IT 

environment.  

With that, data center administrators are teaming with networking, infrastructure and cloud architects to 

create an even more efficient environment. This means creating intelligent systems from the hardware to 

the software layer. This growth in data center dependency has resulted in direct growth around automation 

and orchestration technologies.  

Now, organizations can granularly control resources, both internally and in the cloud. This type of 

automation can be seen at both the software layer as well as the hardware layer. Vendors like BMC, 

ServiceNow, and Microsoft SCCM/SCOM are working towards unifying massive systems under one 

management engine to provide a single pain of glass into the data center workload environment 

 

Furthermore, technologies like the Cisco UCS platform allow administrators to virtualize the hardware 

layer and create completely automated hardware profiles for new blades and servers. This hardware 

automation can then be tied into software-based automation tools like SCCM. Already we’re seeing direct 

integration between software management tools and the hardware layer.  

Finally, from a cloud layer, platforms like CloudStack and OpenStack allow organizations to create 

orchestrated and automated fluid cloud environments capable of very dynamic scalability. Still, when a 

physical server or hardware component breaks – we still need a person to swap out that blade.  



To break it down, it’s important to understand what layers of automation and orchestration are available 

now – and what might be available in the future.  

The automation and orchestration layers  

Server layer. Server and hardware automation have come a long way. As mentioned earlier, there are 

systems now available which take almost all of the configuration pieces out of deploying a server. 

Administrators only need to deploy one server profile and allow new servers to pick up those settings. 

More data centers are trying to get into the cloud business. This means deploying high-density, fast-

provisioned, servers and blades. With the on-demand nature of the cloud, being able to quickly deploy fully 

configured servers is a big plus for staying agile and very proactive.  

Software layer. Entire applications can be automated and provisioned based on usage and resource 

utilization. Using the latest load-balancing tools, administrators are able to set thresholds for key 

applications running within the environment. If a load-balancer, a NetScaler for example, sees that a certain 

type of application is receiving too many connections, it can set off a process that will allow the 

administrator to provision another instance of the application or a new server which will host the app.  

Virtual layer. The modern data center is now full of virtualization and virtual machines. In using solutions 

like Citrix’s Provisioning Server or Unidesk’s layering software technologies, administrators are able to 

take workload provisioning to a whole new level. Imagine being able to set a process that will kick-start the 

creation of a new virtual server when one starts to get over-utilized. Now, administrators can create truly 

automated virtual machine environments where each workload is monitored, managed and controlled.  

Cloud layer. This is a new and still emerging field. Still, some very large organizations are already 

deploying technologies like CloudStack, OpenStack, and even OpenNebula. Furthermore, they’re tying 

these platforms in with big data management solutions like MapReduce and Hadoop. What’s happening 

now is true cloud-layer automation. Organizations can deploy distributed data centers and have the entire 

cloud layer managed by a cloud-control software platform. Engineers are able to monitor workloads, how 

data is being distributed, and the health of the cloud infrastructure. The great part about these technologies 

is that organizations can deploy a true private cloud, with as much control and redundancy as a public 

cloud instance.  

Data center layer. Although entire data center automation technologies aren’t quite here yet, we are seeing 

more robotics appear within the data center environment. Robotic arms already control massive tape 

libraries for Google and robotics automation is a thoroughly discussed concept among other large data 

center providers. In a recent article, we discussed the concept of a ―lights-out‖ data center in the future. 

Many experts agree that eventually, data center automation and robotics will likely make its way into the 

data center of tomorrow. For now, automation at the physical data center layer is only a developing 

concept.  

The need to deploy more advanced cloud solution is only going to grow. More organizations of all verticals 

and sizes are seeing benefits of moving towards a cloud platform. At the end of the day, all of these 



resources, workloads and applications have to reside somewhere. That somewhere is always the data 

center.  

In working with modern data center technologies administrators strive to be as efficient and agile as 

possible. This means deploying new types of automation solutions which span the entire technology stack. 

Over the upcoming couple of years, automation and orchestration technologies will continue to become 

popular as the data center becomes an even more core piece for any organization. 

 

6. Explain implementation levels of virtualization in details.  

Virtualization is computer architecture technology by which multiple virtual machines are multiplexed in 

the same hardware machine. The idea of VMs can be dated back to the 1960s. The purpose of a VM is to 

enhance resource sharing by many users and improve computer performance in terms of resource 

utilization and application flexibility. Hardware resources or software resources can be virtualized in 

various functional layers.  

Levels of virtualization implementation  

A traditional computer runs with a host OS specially tailored for its hardware architecture. After 

virtualization different user applications managed by their own OS (Guest OS) can run on the same 

hardware, independent of the host OS. This is often done by adding additional software called 

virtualization layer. This virtualization layer is known as hypervisor or Virtual Machine Monitor.  

The main function of the software layer for virtualization is to virtualize the physical hardware of a host 

machine into virtual resources to be used by the VMs exclusively. Common virtualization layers include 

the instruction set architecture level, hardware level, OS Level, Library support level and application level.  

Instruction set architecture  

At the ISA level virtualization is performed by emulating a given ISA by the ISA of the host machine. For 

example, MIPS binary code can run on an 8086 based host machine with help of ISA emulation.  

The basic emulation method is through code interpretation. An interpreter program interprets the source 

instructions to target instructions one by one. One source instruction may require tens or hundreds of native 

target instructions to perform its function.  

Hardware Architecture  

Hardware level virtualization is performed right on top of the bar hardware. On the one hand this approach 

generates a virtual hardware environment for a VM. On the other hand the process manages the underlying 

hardware through virtualization.  

The idea is to virtualize a computers resources, such as its processors, memory and I/O devices  

OS Level  

This refers to an abstraction layer between traditional OS and user application. OS level virtualization 

creates isolated containers on a single physical server and the OS instances to utilize the hardware and 

software in data centers.  



Library Support Level  

Most application use APIs exported by user level libraries rather than using lengthy system calls by the OS. 

Since most systems provide well documented APIs, such an interface becomes another candidate for 

virtualization. Virtualization with library interfaces is possible by controlling the communication link 

between applications and the rest of a system through API hooks.  

User Application Level  

Virtualization at the application level virtualizes an application as a VM. On a traditional OS, an 

application often runs as a process. Therefore, application level virtualization is known as process level 

virtualization. The most popular approach is to deploy high level language VMs. 

 

 

 

7. Explain the virtualization of CPU, Memory and I/O devices  

Virtualization of CPU  

A VM is a duplicate of an existing computer system in which a majority of the VM instructions are 

executed on the host processor in native mode. Thus, unprivileged instructions of VMs run directly on the 

host machine for higher efficiency. The critical instructions are divided into three categories.  

 Privileged instructions  

 Control sensitive instructions  

 Behaviour sensitive instructions  

Privileged instructions execute in a privileged mode and will be trapped if executes outside this mode.  

Control sensitive instructions attempt to change the configuration of resources used. Behaviour sensitive 

instructions have different behaviours depending on the configuration of resources, including the load and 

store operations over the virtual memory.  



A CPU architecture is virtualizable if it supports the ability to run the VM’s privileged and unprivileged 

instructions in the CPU’s user mode while the VMM run in supervisor mode. When the privileged 

instructions including control and behavior sensitive instructions of a VM are executed they are trapped in 

the VMM.  

RISC CPU architectures can be naturally virtualized because all control and behavior sensitive instructions 

are privileged instruction.  

Hardware Assisted CPU virtualization  

 Processors with virtualization technology have extra instruction set called virtual machine 

extensions or VMX.  

 There are two modes to run under virtualization: root operation and non-root operation. Usually 

only the virtualization controlling software, called Virtual Machine Monitor (VMM), runs under 

root operation, while operating systems running on top of the virtual machines run under non-root 

operation. Software running on top of virtual machines is also called ‛guest software‚.  

 To enter virtualization mode, the software should execute the VMXON instruction and then call the 

VMM software. Then VMM software can enter each virtual machine using the VMLAUNCH 

instruction, and exit it by using the VMRESUME. If VMM wants to shut down and exit 

virtualization mode, it executes the VMXOFF instruction. 

 

 

 

Memory Virtualization  

Virtual memory virtualization is similar to the virtual memory support provided by modern operating 

systems. In a traditional execution environment the OS maintains mappings of virtual memory to machine 

memory using page tables, which is one stage mapping from virtual memory to machine memory. All 

modern x86 CPUs include a Memory management Unit and a translation Look-aside Buffer to optimize 

virtual memory performance. In virtual execution environment virtual memory virtualization involves 

sharing the physical system memory in RAM and dynamically allocating it to the physical memory of the 

VMs.  

Guest OS sees flat ‚physical‛ address space.  

Page tables within guest OS: • Translate from virtual to physical addresses.  



Second-level mapping: • Physical addresses to machine addresses.  

VMM can swap a VM’s pages to disk.  

Traditional way is to have the VMM maintain a shadow of the VM’s page table.  

The shadow page table controls which pages of machine memory are assigned to a given VM.  

When OS updates it’s page table, VMM updates the shadow 

 

 

I/O Virtualization  

Input/output (I/O) virtualization is a methodology to simplify management, lower costs and improve 

performance of servers in enterprise environments. I/O virtualization environments are created by 

abstracting the upper layer protocols from the physical connections.  

The technology enables one physical adapter card to appear as multiple virtual network interface cards 

(vNICs) and virtual host bus adapters (vHBAs). Virtual NICs and HBAs function as conventional NICs 

and HBAs, and are designed to be compatible with existing operating systems, hypervisors, and 

applications. To networking resources (LANs and SANs), they appear as normal cards.  

In the physical view, virtual I/O replaces a server’s multiple I/O cables with a single cable that provides a 

shared transport for all network and storage connections. That cable (or commonly two cables for 

redundancy) connects to an external device, which then provides connections to the data center networks. 

 

Server I/O is a critical component to successful and effective server deployments, particularly with 

virtualized servers. To accommodate multiple applications, virtualized servers demand more network 

bandwidth and connections to more networks and storage. According to a survey, 75% of virtualized 

servers require 7 or more I/O connections per device, and are likely to require more frequent I/O 

reconfigurations.  

In virtualized data centers, I/O performance problems are caused by running numerous virtual machines 

(VMs) on one server. In early server virtualization implementations, the number of virtual machines per 

server was typically limited to six or less. But it was found that it could safely run seven or more 

applications per server, often using 80 percentage of total server capacity, an improvement over the 

average 5 to 15 percentage utilized with non-virtualized servers. 



Unit – IV 

Part – A 

1. List out the grid middleware packages 

 

 

2. Define MapReduce.  

The map reduce software framework provides an abstraction layer with the data flow and flow of control of 

users and hides implementation of all data flow steps such as data partitioning mapping, synchronization, 

communication and scheduling. The data flow is such framework is predefined the abstraction layer 

provides two well defined interface in the form of two functions map and reduce.  

 

3. What is the role of Map function?  

Each Map function receives the input data split as a set of (key, value) pairs to process and produce the 

intermediated (key, value) pairs.  

 

4. What is the role of Reduce function?  

The reduce worker iterates over the grouped (key, value) pairs, and for each unique key, it sends the key 

and corresponding values to the Reduce function. Then this function processes its input data and stores the 

output results in predetermined files in the user’s program.  

 

5. List out the Hadoop core fundamental layers  

The Hadoop core is divided into two fundamental layers: the MapReduce engine and HDFS. The 

MapReduce engine is the computation engine running on top of HDFS as its data storage manager. HDFS 

is a distributed file system inspired by GFS that organizes files and stores their data on a distributed 

computing system.  

 

 

 

 



6. What are the features of HDFS?  

HDFS is not a general-purpose file system, as it only executes specific types of applications, it does not 

need all the requirements of a general distributed file system. For example, security has never been 

supported for HDFS systems. 

 

7. List the areas where HDFS cannot be used?  

Low-latency data access  

Lots of small files  

Multiple writers, arbitrary file modifications  

 

8. Why is a block in HDFS so large?  

HDFS blocks are large compared to disk blocks, and the reason is to minimize the cost of seeks. By 

making a block large enough, the time to transfer the data from the disk can be made to be significantly 

larger than the time to seek to the start of the block. Thus the time to transfer a large file made of multiple 

blocks operates at the disk transfer rate.  

 

9. Define Namenode in HDFS  

The namenode manages the filesystem namespace. It maintains the filesystem tree and the metadata for all 

the files and directories in the tree. This information is stored persistently on the local disk in the form of 

two files: the namespace image and the edit log. The namenode also knows the datanodes on which all the 

blocks for a given file are located, however, it does not store block locations persistently, since this 

information is reconstructed from datanodes when the system starts.  

 

10. Define Datanode in HDFS  

Datanodes are the work horses of the filesystem. They store and retrieve blocks when they are told to (by 

clients or the namenode), and they report back to the namenode periodically with lists of blocks that they 

are storing.  

 

11. What are the permission models for files and directories in HDFS  

There are three types of permission: the read permission (r), the write permission (w) and the execute 

permission (x). The read permission is required to read files or list the contents of a directory. The write 

permission is required to write a file, or for a directory, to create or delete files or directories in it. The 

execute permission is ignored for a file since you can’t execute a file on HDFS (unlike POSIX), and for a 

directory it is required to access its children.  

 

 



12. Define FUSE interface?  

Filesystem in Userspace (FUSE) allows filesystems that are implemented in user space to be integrated as a 

Unix filesystem. Hadoop’s Fuse-DFS contrib module allows any Hadoop filesystem (but typically HDFS) 

to be mounted as a standard filesystem. You can then use Unix utilities (such as ls and cat) to interact with 

the filesystem, as well as POSIX libraries to access the filesystem from any programming language. Fuse-

DFS is implemented in C using libhdfs as the interface to HDFS.  

 

13. Define globbing in HDFS?  

It is a common requirement to process sets of files in a single operation.. To enumerate each file and 

directory to specify the input, it is convenient to use wildcard characters to match multiple files with a 

single expression, an operation that is known as globbing.  

 

14. How to process globs in hadoop filesystem?  

Hadoop provides two FileSystem methods for processing globs:  

public FileStatus[] globStatus(Path pathPattern) throws IOException  

public FileStatus[] globStatus(Path pathPattern, PathFilter filter) throws IOException  

The globStatus() methods returns an array of FileStatus objects whose paths match the supplied pattern, 

sorted by path. An optional PathFilter can be specified to restrict the matches further  

 

15. How to delete file or directory in hadoop filesystem?  

Use the delete() method on FileSystem to permanently remove files or directories:  

public boolean delete(Path f, boolean recursive) throws IOException  

If f is a file or an empty directory, then the value of recursive is ignored. A nonempty directory is only 

deleted, along with its contents, if recursive is true (otherwise an IOException is thrown).  

 

16. Define iterative MapReduce.  

It is important to understand the performance of different runtime and in particular to compare MPI and 

map reduce. The two major sources of parallel overhead are load imbalance and communication. The 

communication overhead in mapreduce can be high for two reasons.  

 Mapreduce read and writes files whereas MPI transfer information directly between nodes over the 

network.  

 MPI does not transfer all data from node to node.  

 

 

 

 



17. Define HDFS.  

HDFS is a distributed file system inspired by GFS that organizes files and stores their data on a 

distributed computing system. The hadoop implementation of mapreduce uses the hadoop distributed file 

system as in underlying layer rather than GFS. 

 

18. List the characteristics of HDFS.  

 HDFS fault tolerance  

 Block replication  

 Relica placement  

 Heartbeat and block report messages  

 HDFS high throughput access to large dataset.  

 

19. What are the operations of HDFS?  

The control flow of HDFS operation such as read and write can properly highlights role of the name node 

and data node in the managing operations. The control flow of the main operations of HDFS on file is 

further described to manifest the interaction between the users.  

 

20. Define block replication.  

The reliably store data in HDFS is the file blocks, it is replicated in this system. HDFS store a file as a set 

of blocks and each block is replicated and distributed across the whole cluster.  

21. List out the functional modules in globus GT4 library 

 

 

22. Define heart beat in Hadoop. What are the advantages of heart beat?  

The heart beat are periodic messages sent to the name node by each data node in the cluster. Receipt of a 

heartbeat implies that data mode is functioning properly while each block report contains list of all blocks 

in a data mode. The name node receives such messages because it is the sole decision maker of all replicas 

in the system.  



23. Define Globus Resource Allocation Manager  

Globus Resource Allocation Manager (GRAM) provides resource allocation, process creation, monitoring, 

and management services. GRAM implementations map requests expressed in a resource specification 

language (RSL) into commands to local schedulers and computers.  

 

24. Define Monitoring and Discovery Service  

The Monitoring and Discovery Service (MDS) is an extensible grid information service that combines data 

discovery mechanisms with the LDAP (LDAP defines a data model, query language, and other related 

protocols). MDS provides a uniform framework for providing and accessing system configuration and 

status information such as computer server configuration, network status, or the locations of replicated 

datasets. 

 

Part – B 

 

1. Explain in detail about Grid Middleware Packages  

We first introduce some grid standards and popular APIs. Then we present the desired software support 

and middleware developed for grid computing.  

Grid Standards and APIs  

The Open Grid Forum (formally Global Grid Forum) and Object Management Group are two well-formed 

organizations behind those standards. we have also reported some grid standards including the GLUE for 

resource representation, SAGA (Simple API for Grid Applications), GSI (Grid Security Infrastructure), 

OGSI (Open Grid Service Infrastructure), and WSRE (Web Service Resource Framework).  

 

Software Support and Middleware  

Grid middleware is specifically designed a layer between hardware and the software. The middleware 

products enable the sharing of heterogeneous resources and managing virtual organizations created around 

the grid. Middleware glues the allocated resources with specific user applications. Popular grid middleware 



tools include the Globus Toolkits (USA), gLight, UNICORE (German), BOINC (Berkeley), CGSP (China), 

Condor-G, and Sun Grid Engine, etc. 

 

2. The Globus Toolkit Architecture  
GT4 is an open middleware library forthe grid computing communities. These open source software libraries 

support many operational grids and their applications on an international basis. The toolkit addresses common 

problems and issues related to grid resource discovery, management, communication, security, fault detection, 

and portability. The software itself provides a variety of components and capabilities. The library includes a rich 

set of service implementations. 

 

 

 

The GT4 Library  
GT4 offers the middle-level core services in grid applications. The high-level services and tools, such as MPI, 

Condor-G, and Nirod/G, are developed by third parties for general-purpose distributed computing applications. 

The local services, such as LSF, TCP, Linux, and Condor, are at the bottom level and are fundamental tools 

supplied by other developers. 

 

 



Globus Job Workflow  

A typical job execution sequence proceeds as follows: The user delegates his credentials to a delegation 

service. The user submits a job request to GRAM with the delegation identifier as a parameter. GRAM 

parses the request, retrieves the user proxy certificate from the delegation service, and then acts on behalf 

of the user. GRAM sends a transfer request to the RFT (Reliable File Transfer), which applies GridFTP to 

bring in the necessary files. GRAM invokes a local scheduler via a GRAM adapter and the SEG (Scheduler 

Event Generator) initiates a set of user jobs. The local scheduler reports the job state to the SEG. Once the 

job is complete, GRAM uses RFT and GridFTP to stage out the resultant files. The grid monitors the 

progress of these operations and sends the user a notification when they succeed, fail, or are delayed. 

 

 

Client-Globus Interactions  

GT4 service programs are designed to support user applications. There are strong interactions between 

provider programs and user code. GT4 makes heavy use of industry-standard web service protocols and 

mechanisms in service description, discovery, access, authentication, authorization, and the like. GT4 

makes extensive use of Java, C, and Python to write user code. Web service mechanisms define specific 

interfaces for grid computing. Web services provide flexible, extensible, and widely adopted XML-based 

interfaces. 

 

 

 



3. Explain the MapReduce technique  

MapReduce is a programming model and an associated implementation for processing and generating large 

data sets with a parallel, distributed algorithm on a cluster. A MapReduce program is composed of a Map() 

procedure that performs filtering and sorting (such as sorting students by first name into queues, one queue for 

each name) and a Reduce() procedure that performs a summary operation (such as counting the number of 

students in each queue, yielding name frequencies). The "MapReduce System" (also called "infrastructure" or 

"framework") orchestrates the processing by marshalling the distributed servers, running the various tasks in 

parallel, managing all communications and data transfers between the various parts of the system, and providing 

for redundancy and fault tolerance. 

 

The model is inspired by the map and reduce functions commonly used in functional programming, 

although their purpose in the MapReduce framework is not the same as in their original forms. The key 

contributions of the MapReduce framework are not the actual map and reduce functions, but the scalability 

and fault-tolerance achieved for a variety of applications by optimizing the execution engine once. As such, 

a single-threaded implementation of MapReduce (such as MongoDB) will usually not be faster than a 

traditional (non-MapReduce) implementation, any gains are usually only seen with multi-threaded 

implementations. Only when the optimized distributed shuffle operation (which reduces network 

communication cost) and fault tolerance features of the MapReduce framework come into play, is the use 

of this model beneficial. Optimizing the communication cost is essential to a good MapReduce algorithm.  

MapReduce libraries have been written in many programming languages, with different levels of 

optimization. A popular open-source implementation that has support for distributed shuffles is part of 

Apache Hadoop. The name MapReduce originally referred to the proprietary Google technology, but has 

since been genericized.  

Hadoop is an open-source framework for writing and running distributed applications that process very 

large data sets. There has been a great deal of interest in the framework, and it is very popular in industry 

as well as in academia. Hadoop cases include: web indexing, scientific simulation, social network analysis, 

fraud analysis, recommendation engine, ad targeting, threat analysis, risk modeling and other. Hadoop is 

core part of a cloud computing infrastructure and is being used by companies like Yahoo, Facebook, IBM, 

LinkedIn, and Twitter. The main benefits of Hadoop framework can be summarized as follows: 

 

Accessible: it runs on clusters of commodity servers Scalable: it scales linearly to handle larger data by 

adding nodes to the cluster  

Fault-tolerant: it is designed with the assumption of frequent hardware failures  

Simple: it allows user to quickly write efficiently parallel code  

Global: it stores and analyzes data in its native format  

Hadoop is designed for data-intensive processing tasks and for that reason it has adopted a move- code-to-

data" philosophy. According to that philosophy, the programs to run, which are small in size, Are 



transferred to nodes that store the data. In that way, the framework achieves better performance and 

resource utilization. In addition, Hadoop solves the hard scaling problems caused by large amounts of 

complex data. As the amount of data in a cluster grows, new servers can be incrementally and 

inexpensively added to store and analyze it.  

Hadoop has two major subsystems: the Hadoop Distributed File System (HDFS) and a distributed data 

processing framework called MapReduce. Apart from these two main components, Hadoop has grown into 

a complex ecosystem, including a range of software systems. Core related applications that are built on top 

of the HDFS are presented in figure and a short description per project is given in table.  

MapReduce is a framework for processing parallelizable problems across huge datasets using a large 

number of computers (nodes), collectively referred to as a cluster (if all nodes are on the same local 

network and use similar hardware) or a grid (if the nodes are shared across geographically and 

administratively distributed systems, and use more heterogenous hardware). Processing can occur on data 

stored either in a filesystem (unstructured) or in a database (structured). MapReduce can take advantage of 

locality of data, processing it on or near the storage assets in order to reduce the distance over which it 

must be transmitted.  

 "Map" step: Each worker node applies the "map()" function to the local data, and writes the output 

to a temporary storage. A master node orchestrates that for redundant copies of input data, only one 

is processed.  

 "Shuffle" step: Worker nodes redistribute data based on the output keys (produced by the "map()" 

function), such that all data belonging to one key is located on the same worker node.  

 "Reduce" step: Worker nodes now process each group of output data, per key, in parallel.  

 

 

 

 

 



4. Explain the architecture of MapReduce in Hadoop?  

 

The Hadoop MapReduce MRv1 framework is based on a centralized master/slave architecture. The architecture 

utilizes a single master server (JobTracker) and several slave servers (TaskTracker's). Please see Appendix A 

for a discussion on the MapReduce MRv2 framework. The JobTracker represents a centralized program that 

keeps track of the slave nodes, and provides an interface infrastructure for job submission. The TaskTracker 

executes on each of the slave nodes where the actual data is normally stored. In other words, the JobTracker 

reflects the interaction point among the users and the Hadoop framework. Users submit MapReduce jobs to the 

JobTracker, which inserts the jobs into the pending jobs queue and executes them (normally) on a FIFO basis (it 

has to be pointed out that other job schedulers are available - see Hadoop Schedulers below). The JobTracker 

manages the map and reduce task assignments with the TaskTracker's. The TaskTracker's execute the jobs 

based on the instructions from the JobTracker and handle the data movement between the maps and reduce 

phases, respectively. Any map/reduce construct basically reflects a special form of a Directed Acyclic Graph 

(DAG). A DAG can execute anywhere in parallel, as long as one entity is not an ancestor of another entity. In 

other words, parallelism is achieved when there are no hidden dependencies among shared states. In the 

MapReduce model, the internal organization is based on the map function that transforms a piece of data into 

entities of [key, value] pairs. Each of these elements is sorted (via their key) and ultimately reaches the same 

cluster node where a reduce function is used to merge the values (with the same key) into a single result (see 

code below). The Map/Reduce DAG is organized as depicted in Figure. 

 

 

The Hadoop MapReduce framework is based on a pull model, where multiple TaskTracker's communicate 

with the JobTracker requesting tasks (either map or reduce tasks). After an initial setup phase, the 

JobTracker is informed about a job submission. The JobTracker provides a job ID to the client program, 



and starts allocating map tasks to idle TaskTracker's requesting work items (see below Figure). Each 

TaskTracker contains a defined number of task slots based on the capacity potential of the system. Via the 

heartbeat protocol, the JobTracker knows the number of free slots in the TaskTracker (the TaskTracker's 

send heartbeat messages indicating the free slots - true for the FIFO scheduler). Hence, the JobTracker can 

determine the appropriate job setup for a TaskTracker based on the actual availability behavior. The 

assigned TaskTracker will fork a MapTask to execute the map processing cycle (the MapReduce 

framework spawns 1 MapTask for each InputSplit generated by the InputFormat). In other words, the 

MapTask extracts the input data from the splits by using the RecordReader and InputFormat for the job, 

and it invokes the user provided map function, which emits a number of [key, value] pairs in the memory 

buffer.  

After the MapTask finished executing all input records, the commit process cycle is initiated by flushing 

the memory buffer to the index and data file pair. The next step consists of merging all the index and data 

file pairs into a single construct that is (once again) being divided up into local directories. As some map 

tasks are completed, the JobTracker starts initiating the reduce tasks phase. The TaskTracker's involved in 

this step download the completed files from the map task nodes, and basically concatenate the files into a 

single entity. As more map tasks are being completed, the JobTracker notifies the involved TaskTracker's, 

requesting the download of the additional region files and to merge the files with the previous target file. 

Based on this design, the process of downloading the region files is interleaved with the on-going map task 

procedures.  

 

 

Eventually, all the map tasks will be completed, at which point the JobTracker notifies the involved 

TaskTracker's to proceed with the reduce phase. Each TaskTracker will fork a ReduceTask (separate JVM's 

are used), read the downloaded file (that is already sorted by key), and invoke the reduce function that 

assembles the key and aggregated value structure into the final output file (there is one file per reducer 

node). Each reduce task (or map task) is single threaded, and this thread invokes the reduce [key, values] 

function in either ascending or descending order. The output of each reducer task is written to a temp file in 



HDFS. When the reducer finishes processing all keys, the temp file is atomically renamed into its final 

destination file name.  

As the MapReduce library is designed to process vast amounts of data by potentially utilizing hundreds or 

thousands of nodes, the library has to be able to gracefully handle any failure scenarios. The TaskTracker 

nodes periodically report their status to the JobTracker that oversees the overall job progress. In scenarios 

where the JobTracker has not been contacted by a TaskTracker for a certain amount of time, the 

JobTracker assumes a TaskTracker node failure and hence, reassigns the tasks to other available 

TaskTracker nodes. As the results of the map phase are stored locally, the data will no longer be available 

if a TaskTracker node goes offline. 

In such a scenario, all the map tasks from the failed node (regardless of the actual completion percentage) 

will have to be reassigned to a different TaskTracker node that will re-execute all the newly assigned splits. 

The results of the reduce phase are stored in HDFS and hence, the data is globally available even if a 

TaskTracker node goes offline. Hence, in a scenario where during the reduce phase a TaskTracker node 

goes offline, only the set of incomplete reduce tasks have to be reassigned to a different TaskTracker node 

for re-execution. 

 

5. Explain the dataflow and control flow of MapReduce  

MapReduce is the heart of Hadoop. It is a programming model designed for processing large volumes of 

data in parallel by dividing the work into a set of independent tasks. The framework possesses the feature 

of data locality. Data locality means movement of algorithm to the data instead of data to algorithm. When 

the processing is done on the data algorithm is moved across the DataNodes rather than data to the 

algorithm. The architecture is so constructed because Moving Computation is Cheaper than Moving Data.  

It is fault tolerant which is achieved by its daemons using the concept of replication.The daemons 

associated with the MapReduce phase are job-tracker and task-trackers.  

Map-Reduce jobs are submitted on job-tracker. The JobTracker pushes work out to available TaskTracker 

nodes in the cluster, striving to keep the work as close to the data as possible. A heartbeat is sent from the 

TaskTracker to the JobTracker every few minutes to check its status whether the node is dead or alive. 

Whenever there is negative status, the job tracker assigns the task to another node on the replicated data of 

the failed node stored in this node.  

Let’s see how the data flows:  

MapReduce has a simple model of data processing: inputs and outputs for the map and reduce functions are 

key-value pairs. The map and reduce functions in Hadoop MapReduce have the following general form:  

map: (K1, V1) → list(K2, V2)  

reduce: (K2, list(V2)) → list(K3, V3)  

Now before processing it needs to know on which data to process, this is achieved with the InputFormat 

class. InputFormat is the class which selects file from HDFS that should be input to the map function. An 



InputFormat is also responsible for creating theinput splits and dividing them into records. The data is 

divided into number of splits (typically 64/128mb) in HDFS. An input split is a chunk of the input that is 

processed by a single map.  

InputFormat class calls the getSplits() function and computes splits for each file and then sends them to the 

jobtracker, which uses their storage locations to schedule map tasks to process them on the tasktrackers. On 

a tasktracker, the map task passes the split to the createRecordReader() method on InputFormat to obtain a 

RecordReader for that split. The RecordReader loads data from its source and converts into key-value pairs 

suitable for reading by mapper. The default InputFormat is TextInputFormat which treats each value of 

input a new value and the associated key is byte offset.  

A RecordReader is little more than an iterator over records, and the map task uses one to generate record 

key-value pairs, which it passes to the map function. We can see this by looking at the Mapper’s run() 

method:  

public void run(Context context) throws IOException, InterruptedException {  

setup(context);  

while (context.nextKeyValue()) {  

map(context.getCurrentKey(), context.getCurrentValue(), context);  

}  

cleanup(context);  

} 

 

 

 



After running setup(), the nextKeyValue() is called repeatedly on the Context, (which delegates to the 

identically-named method on the the RecordReader) to populate the key and value objects for the mapper. 

The key and value are retrieved from the Record Reader by way of the Context, and passed to the map() 

method for it to do its work. Input to the map function which is the key-value pair (K, V) gets processed as 

per the logic mentioned in the map code.  

When the reader gets to the end of the stream, the nextKeyValue() method returns false, and the map task 

runs its cleanup() method.  

The output of the mapper is sent to the partitioner. Partitioner controls the partitioning of the keys of the 

intermediate map-outputs. The key (or a subset of the key) is used to derive the partition, typically by a 

hash function. The total number of partitions is the same as the number of reduce tasks for the job. Hence 

this controls which of the m reduce tasks the intermediate key (and hence the record) is sent for reduction. 

The use of partitioners is optional.  

 

6. Describe in detail about dataflow of file read in HDFS  

To get an idea of how data flows between the client interacting with HDFS, the name node and the  data 

node, consider the below diagram, which shows the main sequence of events when reading a file. 

 

 

The client opens the file it wishes to read by calling open() on the FileSystem object, which for HDFS is an 

instance of DistributedFileSystem (step 1). DistributedFileSystem calls the namenode, using RPC, to 

determine the locations of the blocks for the first few blocks in the file (step 2). For each block, the 

namenode returns the addresses of the datanodes that have a copy of that block. Furthermore, the datanodes 

are sorted according to their proximity to the client. If the client is itself a datanode (in the case of a 

MapReduce task, for instance), then it will read from the local datanode.  



The DistributedFileSystem returns a FSDataInputStream to the client for it to read data from. 

FSDataInputStream in turn wraps a DFSInputStream, which manages the datanode and namenode I/O. The 

client then calls read() on the stream (step 3). DFSInputStream, which has stored the datanode addresses 

for the first few blocks in the file, then connects to the first (closest) datanode for the first block in the file. 

Data is streamed from the datanode back to the client, which calls read() repeatedly on the stream (step 4). 

When the end of the block is reached, DFSInputStream will close the connection to the datanode, then find 

the best datanode for the next block (step 5). This happens transparently to the client, which from its point 

of view is just reading a continuous stream. Blocks are read in order with the DFSInputStream opening 

new connections to datanodes as the client reads through the stream. It will also call the namenode to 

retrieve the datanode locations for the next batch of blocks as needed. When the client has finished reading, 

it calls close() on the FSDataInputStream (step 6).  

One important aspect of this design is that the client contacts datanodes directly to retrieve data, and is 

guided by the namenode to the best datanode for each block. This design allows HDFS to scale to large 

number of concurrent clients, since the data traffic is spread across all the datanodes in the cluster. The 

namenode meanwhile merely has to service block location requests (which it stores in memory, making 

them very efficient), and does not, for example, serve data, which would quickly become a bottleneck as 

the number of clients grew.  

 

7. Describe in detail about dataflow of file write in HDFS  

The case we’re going to consider is the case of creating a new file, writing data to it, then closing the file 

 

The client creates the file by calling create() on DistributedFileSystem (step 1). DistributedFileSystem makes an 

RPC call to the name node to create a new file in the filesystem’s namespace, with no blocks associated with it 

(step 2). The name node performs various checks to make sure the file doesn’t already exist, and that the client 

has the right permissions to create the file. If these checks pass, the name node makes a record of the new file; 

otherwise, file creation fails and the client is thrown an IOException. The DistributedFileSystem returns a 



SDataOutputStream for the client to start writing data to. Just as in the read case, FSDataOutputStream wraps a 

DFSOutputStream, which handles communication with the   and name node. 

 

As the client writes data (step 3), DFSOutputStream splits it into packets, which it writes to an internal 

queue, called the data queue. The data queue is consumed by the DataStreamer, whose responsibility it is 

to ask the name node to allocate new blocks by picking a list of suitable data nodes to store the replicas. 

The list of data nodes forms a pipeline—we’ll assume the replication level is 3, so there are three nodes in 

the pipeline. The Data  Streamer streams the packets to the first data node in the pipeline, which stores the 

packet and forwards it to the second data node in the pipeline. Similarly, the second data node stores the 

packet and forwards it to the third (and last) data node in the pipeline (step 4). DFSOutputStream also 

maintains an internal queue of packets that are waiting to be acknowledged by data nodes, called the ack 

queue. A packet is removed from the ack queue only when it has been acknowledged by all the data nodes 

in the pipeline (step 5).  

If a data node fails while data is being written to it, then the following actions are taken, which are 

transparent to the client writing the data. First the pipeline is closed, and any packets in the ack queue are 

added to the front of the data queue so that data nodes that are downstream from the failed node will not 

miss any packets. The current block on the good data nodes is given a new identity, which is 

communicated to the name node, so that the partial block on the failed data node will be deleted if the 

failed data node recovers later on. The failed data node is removed from the pipeline and the remainder of 

the block’s data is written to the two good data nodes in the pipeline. The name node notices that the block 

is under-replicated, and it arranges for a further replica to be created on another node. Subsequent blocks 

are then treated as normal.  

When the client has finished writing data it calls close() on the stream (step 6). This action flushes all the 

remaining packets to the data node pipeline and waits for acknowledgments before contacting the name 

node to signal that the file is complete (step7). The name node already knows which blocks the file is made 

up of (via Data Streamer asking for block allocations), so it only has to wait for blocks to be minimally 

replicated before returning successfully. 

 

 

 

 

 

 

 

 

 



Unit – V 

Part – A 

1. What are the challenges of grid sites  

 The first challenge is integration with existing systems and technologies.  

 The second challenge is interoperability with different hosting environments.  

 The third challenge is to construct trust relationships among interacting hosting environments.  

 

2. Define Reputation-Based Trust Model  

In a reputation-based model, jobs are sent to a resource site only when the site is trustworthy to meet users’ 

demands. The site trustworthiness is usually calculated from the following information: the defense 

capability, direct reputation, and recommendation trust.  

 

3. Define direct reputation  

Direct reputation is based on experiences of prior jobs previously submitted to the site. The reputation is 

measured by many factors such as prior job execution success rate, cumulative site utilization, job 

turnaround time, job slowdown ratio, and so on. A positive experience associated with a site will improve 

its reputation. On the contrary, a negative experience with a site will decrease its reputation.  

 

4. What are the major authentication methods in the grid?  

The major authentication methods in the grid include passwords, PKI, and Kerberos. The password is the 

simplest method to identify users, but the most vulnerable one to use. The PKI is the most popular method 

supported by GSI. 

 

5. List the types of authority in grid  

The authority can be classified into three categories: attribute authorities, policy authorities, and identity 

authorities. Attribute authorities issue attribute assertions; policy authorities issue authorization policies; 

identity authorities issue certificates. The authorization server makes the final authorization decision.  

 

6. Define grid security infrastructure  

The Grid Security Infrastructure (GSI), formerly called the Globus Security Infrastructure, is a 

specification for secret, tamper-proof, delegatable communication between software in a grid computing 

environment. Secure, authenticatable communication is enabled using asymmetric encryption.  

 

7. What are the functions present in GSI  

GSI may be thought of as being composed of four distinct functions: message protection, authentication, 

delegation, and authorization.  



8. List the protection mechanisms in GSI  

GSI allows three additional protection mechanisms. The first is integrity protection, by which a receiver 

can verify that messages were not altered in transit from the sender. The second is encryption, by which 

messages can be protected to provide confidentiality. The third is replay prevention, by which a receiver 

can verify that it has not.  

 

9. What is the primary information of GSI  

GSI authentication, a certificate includes four primary pieces of information: (1) a subject name, which 

identifies the person or object that the certificate represents; (2) the public key belonging to the subject; (3) 

the identity of a CA that has signed the certificate to certify that the public key and the identity both belong 

to the subject; and (4) the digital signature of the named CA.  

 

10. Define blue pill  

The blue pill is malware that executes as a hypervisor to gain control of computer resources. The 

hypervisor installs without requiring a restart and the computer functions normally, without degradation of 

speed or services, which makes detection difficult.  

 

11. What are the host security threats in public IaaS  

• Stealing keys used to access and manage hosts (e.g., SSH private keys)  

• Attacking unpatched, vulnerable services listening on standard ports (e.g., FTP, SSH)  

• Hijacking accounts that are not properly secured (i.e., no passwords for standard accounts)  

• Attacking systems that are not properly secured by host firewalls  

• Deploying Trojans embedded in the software component in the VM or within the VM image (the OS) 

itself  

 

12. List the Public Cloud Security Limitations  

 There are limitations to the public cloud when it comes to support for custom security features. 

Security requirements such as an application firewall, SSL accelerator, cryptography, or rights 

management using a device that supports PKCS 12 are not supported in a public SaaS, PaaS, or 

IaaS cloud.  

 Any mitigation controls that require deploymentof an appliance or locally attached peripheral 

devices in the public IaaS/PaaS cloud are not feasible.  

 

 

 

 



13. Define Data lineage  

Data lineage is defined as a data life cycle that includes the data's origins and where it moves over time. It 

describes what happens to data as it goes through diverse processes. It helps provide visibility into the 

analytics pipeline and simplifies tracing errors back to their sources.  

 

14. Define Data remanence  

Data remanence is the residual representation of data that has been in some way nominally erased or 

removed.  

 

15. What are the IAM processes operational activities.  

 Provisioning  

 Credential and attribute management  

 Entitlement management  

 Compliance management  

 entity federation management  

 

16. What are the functions of Cloud identity administrative  

Cloud identity administrative functions should focus on life cycle management of user identities in the 

cloud—provisioning, deprovisioning, identity federation, SSO, password or credentials management, 

profile management, and administrative management. Organizations that are not capable of supporting 

federation should explore cloud-based identity management services.  

 

17. List the factors to manage the IaaS virtual infrastructure in the cloud 

 Availability of a CSP network, host, storage, and support application infrastructure.  

 Availability of your virtual servers and the attached storage (persistent and ephemeral) for compute 

services  

 Availability of virtual storage that your users and virtual server depend on for storage Service  

 Availability of your network connectivity to the Internet or virtual network connectivity to IaaS 

services.  

 Availability of network services  

 

18. What is meant by the terms data-in-transit  

It is the process of the transfer of the data between all of the versions of the original file, especially when 

data may be in transit on the Internet. It is data that is exiting the network via email, web, or other Internet 

protocols.  

 



19. List the IAM process business category  

 User management  

 Authentication management  

 Authorization management  

 Access management  

 Data management and provisioning  

 Monitoring and auditing  

 

20. What are the key components of IAM automation process?  

 User Management, New Users  

 User Management, User Modifications  

 Authentication Management  

 Authorization Management  

 

Part – B 

1. Trust Models for Grid Security  

A user job demands the resource site to provide security assurance by issuing a security demand (SD). On 

the other hand, the site needs to reveal its trustworthiness, called its trust index (TI). These two parameters 

must satisfy a security-assurance condition: TI ≥ SD during the job mapping process. When determining its 

security demand, users usually care about some typical attributes. These attributes and their values are 

dynamically changing and depend heavily on the trust model, security policy, accumulated reputation, self-

defense capability, attack history, and site vulnerability.  

Three challenges are outlined below to establish the trust among grid sites  

The first challenge is integration with existing systems and technologies. The resources sites in a grid are 

usually heterogeneous and autonomous. It is unrealistic to expect that a single type of security can be 

compatible with and adopted by every hosting environment. At the same time, existing security 

infrastructure on the sites cannot be replaced overnight. Thus, to be successful, grid security architecture 

needs to step up to the challenge of integrating with existing security architecture and models across 

platforms and hosting environments.  

The second challenge is interoperability with different ―hosting environments.‖ Services are often invoked 

across multiple domains, and need to be able to interact with one another. The interoperation is demanded 

at the protocol, policy, and identity levels. For all these levels, interoperation must be protected securely. 

The third challenge is to construct trust relationships among interacting hosting environments. Grid service 

requests can be handled by combining resources on multiple security domains. Trust relationships are 

required by these domains during the end-to-end traversals. A service needs to be open to friendly and 

interested entities so that they can submit requests and access securely.  



The grid aims to construct a large-scale network computing system by integrating distributed, 

heterogeneous, and autonomous resources. The security challenges faced by the grid are much greater than 

other computing systems. Before any effective sharing and cooperation occurs, a trust relationship has to 

be established among participants.  

A Generalized Trust Model  

At the bottom, we identify three major factors which influence the trustworthiness of a resource site. An 

inference module is required to aggregate these factors. Followings are some existing inference or 

aggregation methods. An intra-site fuzzy inference procedure is called to 

 

assess defense capability and direct reputation. Defense capability is decided by the firewall, intrusion 

detection system (IDS), intrusion response capability, and anti-virus capacity of the individual resource 

site. Direct reputation is decided based on the job success rate, site utilization, job turnaround time, and job 

slowdown ratio measured. Recommended trust is also known as secondary trust and is obtained indirectly 

over the grid network.  

Reputation-Based Trust Model  

In a reputation-based model, jobs are sent to a resource site only when the site is trustworthy to meet users’ 

demands. The site trustworthiness is usually calculated from the following information: the defense 

capability, direct reputation, and recommendation trust. The defense capability refers to the site’s ability to 

protect itself from danger. It is assessed according to such factors as intrusion detection, firewall, response 

capabilities, anti-virus capacity, and so on. Direct reputation is based on experiences of prior jobs 

previously submitted to the site. The reputation is measured by many factors such as prior job execution 

success rate, cumulative site utilization, job turnaround time, job slowdown ratio, and so on. A positive 

experience associated with a site will improve its reputation. On the contrary, a negative experience with a 

site will decrease its reputation.  

A Fuzzy-Trust Model  

 

The job security demand (SD) is supplied by the user programs. The trust index (TI) of a resource site is 

aggregated through the fuzzy-logic inference process over all related parameters. Specifically, one can use 

a two-level fuzzy logic to estimate the aggregation of numerous trust parameters and security attributes 

into scalar quantities that are easy to use in the job scheduling and resource mapping process. The TI is 

normalized as a single real number with 0 representing the condition with the highest risk at a site and 1 



representing the condition which is totally risk-free or fully trusted. The fuzzy inference is accomplished 

through four steps: fuzzification, inference, aggregation, and defuzzification. The second salient feature of 

the trust model is that if a site’s trust index cannot match the job security demand (i.e., SD > TI), the trust 

model could deduce detailed security features to guide the site security upgrade as a result of tuning the 

fuzzy system. 

 

2. Authentication and Authorization Methods  

 

The major authentication methods in the grid include passwords, PKI, and Kerberos. The password is the 

simplest method to identify users, but the most vulnerable one to use. The PKI is the most popular method 

supported by GSI. To implement PKI, we use a trusted third party, called the certificate authority (CA). 

Each user applies a unique pair of public and private keys. The public keys are issued by the CA by issuing 

a certificate, after recognizing a legitimate user. The private key is exclusive for each user to use, and is 

unknown to any other users. A digital certificate in IEEE X.509 format consists of the user name, user 

public key, CA name, and a secrete signature of the user. The following example illustrates the use of a 

PKI service in a grid environment.  

Authorization for Access Control  

The authorization is a process to exercise access control of shared resources. Decisions can be made either 

at the access point of service or at a centralized place. Typically, the resource is a host that provides 

processors and storage for services deployed on it. Based on a set predefined policies or rules, the resource 

may enforce access for local services. The central authority is a special entity which is capable of issuing 

and revoking polices of access rights granted to remote accesses. The authority can be classified into three 

categories: attribute authorities, policy authorities, and identity authorities. Attribute authorities issue 

attribute assertions; policy authorities issue authorization policies; identity authorities issue certificates. 

The authorization server makes the final authorization decision.  

Three Authorization Models  

Three authorization models are shown in diagram. The subject is the user and the resource refers to the 

machine side. The subject-push model is shown at the top diagram. The user conducts handshake with the 

authority first and then with the resource site in a sequence. The resource-pulling model puts the resource 

in the middle. The user checks the resource first. Then the resource contacts its authority to verify the 

request, and the authority authorizes at step 3. Finally the resource accepts or rejects the request from the 

subject at step 4. The authorization agent model puts the authority in the middle. The subject check with 

the authority at step 1 and the authority makes decisions on the access of the requested resources. The 

authorization process is complete at steps 3 and 4 in the reverse direction. 

 



 

 

3. Explain in detail about Grid Security Infrastructure  

GSI is a portion of the Globus Toolkit and provides fundamental security services needed to support grids, 

including supporting for message protection, authentication and delegation, and authorization. GSI enables 

secure authentication and communication over an open network, and permits mutual authentication across 

and among distributed sites with single sign-on capability. No centrally managed security system is 

required, and the grid maintains the integrity of its members’ local policies. GSI supports both message-

level security, which supports the WS-Security standard and the WS-Secure Conversation specification to 

provide message protection for SOAP messages, and transport-level security, which means authentication 

via TLS with support for X.509 proxy certificates.  

GSI Functional Layers  

GT4 provides distinct WS and pre-WS authentication and authorization capabilities. Both build on the 

same base, namely the X.509 standard and entity certificates and proxy certificates, which are used to 

identify persistent entities such as users and servers and to support the temporary delegation of privileges to 

other entities, respectively. As shown in diagram, GSI may be thought of as being composed of four 

distinct functions: message protection, authentication, delegation, and authorization. 

 

 

 

Transport-Level Security  

Transport-level security entails SOAP messages conveyed over a network connection protected by TLS. 

TLS provides for both integrity protection and privacy (via encryption). Transport-level security is 



normally used in conjunction with X.509 credentials for authentication, but can also be used without such 

credentials to provide message protection without authentication, often referred to as ―anonymous 

transport-level security.‖ In this mode of operation, authentication may be done by username and password 

in a SOAP message  

GSI also provides message-level security for message protection for SOAP messages by implementing the 

WS-Security standard and the WS-Secure Conversation specification. The WS-Security standard from 

OASIS defines a framework for applying security to individual SOAP messages; WS-Secure Conversation 

is a proposed standard from IBM and Microsoft that allows for an initial exchange of messages to establish 

a security context which can then be used to protect subsequent messages in a manner that requires less 

computational overhead (i.e., it allows the trade-off of initial overhead for setting up the session for lower 

overhead for messages).  

GSI conforms to this standard. GSI uses these mechanisms to provide security on a per-message basis, that 

is, to an individual message without any preexisting context between the sender and receiver (outside of 

sharing some set of trust roots). GSI, as described further in the subsequent section on authentication, 

allows for both X.509 public key credentials and the combination of username and password for 

authentication; however, differences still exist. With username/password, only the WS-Security standard 

can be used to allow for authentication; that is, a receiver can verify the identity of the communication 

initiator.  

GSI allows three additional protection mechanisms. The first is integrity protection, by which a receiver 

can verify that messages were not altered in transit from the sender. The second is encryption, by which 

messages can be protected to provide confidentiality. The third is replay prevention, by which a receiver 

can verify that it has not received the same message previously. These protections are provided between 

WS-Security and WS-Secure Conversation. The former applies the keys associated with the sender and 

receiver’s X.509 credentials. The X.509 credentials are used to establish a session key that is used to 

provide the message protection.  

Authentication and Delegation  

GSI has traditionally supported authentication and delegation through the use of X.509 certificates and 

public keys. As a new feature in GT4, GSI also supports authentication through plain usernames and 

passwords as a deployment option. We discuss both methods in this section. GSI uses X.509 certificates to 

identify persistent users and services.  

As a central concept in GSI authentication, a certificate includes four primary pieces of information: (1) a 

subject name, which identifies the person or object that the certificate represents; (2) the public key 

belonging to the subject; (3) the identity of a CA that has signed the certificate to certify that the public key 

and the identity both belong to the subject; and (4) the digital signature of the named CA. X.509 provides 

each entity with a unique identifier (i.e., a distinguished name) and a method to assert that identifier to 

another party through the use of an asymmetric key pair bound to the identifier by the certificate.  



Trust Delegation  

To reduce or even avoid the number of times the user must enter his passphrase when several grids are 

used or have agents (local or remote) requesting services on behalf of a user, GSI provides a delegation 

capability and a delegation service that provides an interface to allow clients to delegate (and renew) X.509 

proxy certificates to a service. The interface to this service is based on the WS-Trust specification. A proxy 

consists of a new certificate and a private key. The key pair that is used for the proxy, that is, the public key 

embedded in the certificate and the private key, may either be regenerated for each proxy or be obtained by 

other means. The new certificate contains the owner’s identity, modified slightly to indicate that it is a 

proxy. The new certificate is signed by the owner, rather than a CA. 

 

 

4. Explain cloud infrastructure security at application level  

We will limit our discussion to web application security: web applications in the cloud accessed by users 

with standard Internet browsers, such as Firefox, Internet Explorer, or Safari, from any computer connected 

to the Internet.  

Application-Level Security Threats  

The existing threats exploit well-known application vulnerabilities including cross-site scripting (XSS), 

SQL injection, malicious file execution, and other vulnerabilities resulting from programming errors and 

design flaws. Armed with knowledge and tools, hackers are constantly scanning web applications 

(accessible from the Internet) for application vulnerabilities.  

It has been a common practice to use a combination of perimeter security controls and network- and host-

based access controls to protect web applications deployed in a tightly controlled environment, including 

corporate intranets and private clouds, from external hackers.  

Web applications built and deployed in a public cloud platform will be subjected to a high threat level, 

attacked, and potentially exploited by hackers to support fraudulent and illegal activities. In that threat 

model, web applications deployed in a public cloud (the SPI model) must be designed for an Internet threat 

model, and security must be embedded into the Software Development Life Cycle (SDLC)  

 



DoS and EDoS  

Additionally, you should be cognizant of application-level DoS and EDDoS attacks that can potentially 

disrupt cloud services for an extended time. These attacks typically originate from compromised computer 

systems attached to the Internet.  

Application-level DoS attacks could manifest themselves as high-volume web page reloads, XML* web 

services requests (over HTTP or HTTPS), or protocol-specific requests supported by a cloud service. Since 

these malicious requests blend with the legitimate traffic, it is extremely difficult to selectively filter the 

malicious traffic without impacting the service as a whole  

DoS attacks on pay-as-you-go cloud applications will result in a dramatic increase in your cloud utility bill: 

you’ll see increased use of network bandwidth, CPU, and storage consumption. This type of attack is also 

being characterized as economic denial of sustainability (EDoS)  

End User Security  

A customer of a cloud service, are responsible for end user security tasks—security procedures to protect 

your Internet-connected PC—and for practicing ―safe surfing.‖ Protection measures include use of 

security software, such as anti-malware, antivirus, personal firewalls, security patches, and IPS-type 

software on your Internet-connected computer.  

The new mantra of ―the browser is your operating system‖ appropriately conveys the message that 

browsers have become the ubiquitous ―operating systems‖ for consuming cloud services. All Internet 

browsers routinely suffer from software vulnerabilities that make them vulnerable to end user security 

attacks. Hence, our recommendation is that cloud customers take appropriate steps to protect browsers 

from attacks. To achieve end-to-end security in a cloud, it is essential for customers to maintain good 

browser hygiene. The means keeping the browser. 

(e.g., Internet Explorer, Firefox, Safari) patched and updated to mitigate threats related to browser 

vulnerabilities.  

Currently, although browser security add-ons are not commercially available, users are encouraged to 

frequently check their browser vendor’s website for security updates, use the auto-update feature, and 

install patches on a timely basis to maintain end user security.  

SaaS Application Security  

The SaaS model dictates that the provider manages the entire suite of applications delivered to users. 

Therefore, SaaS providers are largely responsible for securing the applications and components they offer 

to customers. Customers are usually responsible for operational security functions, including user and 

access management as supported by the provider.  

Extra attention needs to be paid to the authentication and access control features offered by SaaS CSPs. 

Usually that is the only security control available to manage risk to information. Most services, including 

those from Salesforce.com and Google, offer a web-based administration user interface tool to manage 

authentication and access control of the application.  



Cloud customers should try to understand cloud-specific access control mechanisms— including support 

for strong authentication and privilege management based on user roles and functions—and take the steps 

necessary to protect information hosted in the cloud. Additional controls should be implemented to manage 

privileged access to the SaaS administration tool, and enforce segregation of duties to protect the 

application from insider threats. In line with security standard practices, customers should implement a 

strong password policy—one that forces users to choose strong passwords when authenticating to an 

application.  

PaaS Application Security  

PaaS vendors broadly fall into the following two major categories:  

• Software vendors (e.g., Bungee, Etelos, GigaSpaces, Eucalyptus)  

• CSPs (e.g., Google App Engine, Salesforce.com’s Force.com, Microsoft Azure, Intuit QuickBase)  

A PaaS cloud (public or private) offers an integrated environment to design, develop, test, deploy, and 

support custom applications developed in the language the platform supports.  

PaaS application security encompasses two software layers:  

• Security of the PaaS platform itself (i.e., runtime engine)  

• Security of customer applications deployed on a PaaS platform  

PaaS CSPs (e.g., Google, Microsoft, and Force.com) are responsible for securing the platform software 

stack that includes the runtime engine that runs the customer applications. Since PaaS applications may use 

third-party applications, components, or web services, the third-party application provider may be 

responsible for securing their services. Hence, customers should understand the dependency of their 

application on all services and assess risks pertaining to third-party service providers.  

IaaS Application Security  

IaaS cloud providers (e.g., Amazon EC2, GoGrid, and Joyent) treat the applications on customer virtual 

instances as a black box, and therefore are completely agnostic to the operations and management of the 

customer’s applications.  

The entire stack—customer applications, runtime application platform (Java, .NET, PHP, Ruby on Rails, 

etc.), and so on— runs on the customer’s virtual servers and is deployed and managed by customers. To 

that end, customers have full responsibility for securing their applications deployed in the IaaS cloud.  

Web applications deployed in a public cloud must be designed for an Internet threat model, embedded 

with standard security countermeasures against common web vulnerabilities. In adherence with common 

security development practices, they should also be periodically tested for vulnerabilities, and most 

importantly, security should be embedded into the SDLC. Customers are solely responsible for keeping 

their applications and runtime platform patched to protect the system from malware and hackers scanning 

for vulnerabilities to gain unauthorized access to their data in the cloud. It is highly recommended that you 

design and implement applications with a ―least-privileged‖ runtime model Developers writing 

applications for IaaS clouds must implement their own features to handle authentication and authorization. 



In line with enterprise identity management practices, cloud applications should be designed to leverage 

delegated authentication service features supported by an enterprise Identity Provider (e.g., OpenSSO, 

Oracle IAM, IBM, CA) or third-party identity service provider (e.g., Ping Identity, Symplified, TriCipher). 

Any custom implementations of Authentication, Authorization, and Accounting (AAA) features can 

become a weak link if they are not properly implemented, and you should avoid them when possible. 

 

5. Describe in detail about provider data and its security  

Customers should also be concerned about what data the provider collects and how the CSP protects that 

data. Additionally, your provider collects and must protect a huge amount of security-related data.  

Storage  

For data stored in the cloud (i.e., storage-as-a-service), we are referring to IaaS and not data associated with 

an application running in the cloud on PaaS or SaaS. The same three information security concerns are 

associated with this data stored in the cloud (e.g., Amazon’s S3) as with data stored elsewhere: 

confidentiality, integrity, and availability.  

Confidentiality  

When it comes to the confidentiality of data stored in a public cloud, you have two potential concerns. 

First, what access control exists to protect the data? Access control consists of both authentication and 

authorization.  

CSPs generally use weak authentication mechanisms (e.g., username + password), and the authorization 

(―access‖) controls available to users tend to be quite coarse and not very granular. For large 

organizations, this coarse authorization presents significant security concerns unto itself. Often, the only 

authorization levels cloud vendors provide are administrator authorization (i.e., the owner of the account 

itself) and user authorization (i.e., all other authorized users)—with no levels in between (e.g., business 

unit administrators, who are authorized to approve access for their own business unit personnel).  

If a CSP does encrypt a customer’s data, the next consideration concerns what encryption algorithm it uses. 

Not all encryption algorithms are created equal. Cryptographically, many algorithms provide insufficient 

security. Only algorithms that have been publicly vetted by a formal standards body (e.g., NIST) or at least 

informally by the cryptographic community should be used. Any algorithm that is proprietary should 

absolutely be avoided.  

Symmetric encryption involves the use of a single secret key for both the encryption and decryption of 

data. Only symmetric encryption has the speed and computational efficiency to handle encryption of large 

volumes of data. It would be highly unusual to use an asymmetric algorithm for this encryption use case.  

Although the example in diagram is related to email, the same concept (i.e., a single shared, secret key) is 

used in data storage encryption.  

Although the example in diagram is related to email, the same concept (i.e., a public key and a private key) 

is not used in data storage encryption. 



 

 

 

Integrity  

Confidentiality does not imply integrity; data can be encrypted for confidentiality purposes, and yet you 

might not have a way to verify the integrity of that data. Encryption alone is sufficient for confidentiality, 

but integrity also requires the use of message authentication codes (MACs). The simplest way to use 

MACs on encrypted data is to use a block symmetric algorithm (as opposed to a streaming symmetric 

algorithm) in cipher block chaining (CBC) mode, and to include a one-way hash function.  

Another aspect of data integrity is important, especially with bulk storage using IaaS. Once a customer has 

several gigabytes (or more) of its data up in the cloud for storage, how does the customer check on the 

integrity of the data stored there? There are IaaS transfer costs associated with moving data into and back 

down from the cloud,* as well as network utilization (bandwidth) considerations for the customer’s own 

network. What a customer really wants to do is to validate the integrity of its data while that data remains 

in the cloud—without having to download and reupload that data.  

Availability  

Assuming that a customer’s data has maintained its confidentiality and integrity, you must also be 

concerned about the availability of your data. There are currently three major threats in this regard—none 

of which are new to computing, but all of which take on increased importance in cloud computing because 

of increased risk.  

The first threat to availability is network-based attacks  

The second threat to availability is the CSP’s own availability.  

Cloud storage customers must be certain to ascertain just what services their provider is actually offering. 

Cloud storage does not mean the stored data is actually backed up. Some cloud storage providers do back 

up customer data, in addition to providing storage. However, many cloud storage providers do not back up 

customer data, or do so only as an additional service for an additional cost.  



All three of these considerations (confidentiality, integrity, and availability) should be encapsulated in a 

CSP’s service-level agreement (SLA) to its customers. However, at this time, CSP SLAs are extremely 

weak—in fact, for all practical purposes, they are essentially worthless. Even where a CSP appears to have 

at least a partially sufficient SLA, how that SLA actually gets measured is problematic. For all of these 

reasons, data security considerations and how data is actually stored in the cloud should merit considerable 

attention by customers. 

 

6. Explain user management functions in the cloud  

User management functions in the cloud can be categorized as follows:  

1. Cloud identity administration  

2. Federation or SSO  

3. Authorization management  

4. Compliance management  

 

Cloud Identity Administration  

Cloud identity administrative functions should focus on life cycle management of user identities in the 

cloud—provisioning, deprovisioning, identity federation, SSO, password or credentials management, 

profile management, and administrative management. Organizations that are not capable of supporting 

federation should explore cloud-based identity management services.  

By federating identities using either an internal Internet-facing IdP or a cloud identity management service 

provider, organizations can avoid duplicating identities and attributes and storing them with the CSP. 

Given the inconsistent and sparse support for identity standards among CSPs, customers may have to 

devise custom methods to address user management functions in the cloud. Provisioning users when 

federation is not supported can be complex and laborious.  

Federated Identity (SSO)  

Organizations planning to implement identity federation that enables SSO for users can take one of the 

following two paths (architectures):  

1. Implement an enterprise IdP within an organization perimeter.  

2. Integrate with a trusted cloud-based identity management service provider.  

 

Enterprise identity provider  

In this architecture, cloud services will delegate authentication to an organization’s IdP. In this delegated 

authentication architecture, the organization federates identities within a trusted circle of CSP domains. A 

circle of trust can be created with all the domains that are authorized to delegate authentication to the IdP. 

In this deployment architecture, where the organization will provide and support an IdP, greater control can 



be exercised over user identities, attributes, credentials, and policies for authenticating and authorizing 

users to a cloud service.  

Identity management-as-a-service  

In this architecture, cloud services can delegate authentication to an identity management-as-a- service 

(IDaaS) provider. In this model, organizations outsource the federated identity management technology and 

user management processes to a third-party service provider. In essence, this is a SaaS model for identity 

management, where the SaaS IdP stores identities in a ―trusted identity store‖ and acts as a proxy for the 

organization’s users accessing cloud services.  

The identity store in the cloud is kept in sync with the corporate directory through a provider proprietary 

scheme (e.g., agents running on the customer’s premises synchronizing a subset of an organization’s 

identity store to the identity store in the cloud using SSL VPNs). Once the IdP is established in the cloud, 

the organization should work with the CSP to delegate authentication to the cloud identity service provider. 

The cloud IdP will authenticate the cloud users prior to them accessing any cloud services 
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7.  What Are the Key Privacy Concerns in the Cloud?  

 

These concerns typically mix security and privacy. Here are some additional considerations to be aware of:  

Access  

Data subjects have a right to know what personal information is held and, in some cases, can make a request to 

stop processing it. This is especially important with regard to marketing activities; in some jurisdictions, 

marketing activities are subject to additional regulations and are almost always addressed in the end user 

privacy policy for applicable organizations. In the cloud, the main concern is the organization’s ability to 

provide the individual with access to all personal information, and to comply with stated requests.  

Compliance  

What are the privacy compliance requirements in the cloud? What are the applicable laws, regulations, 

standards, and contractual commitments that govern this information, and who is responsible for maintaining 

the compliance? How are existing privacy compliance requirements impacted by the move to the cloud? Clouds 

can cross multiple jurisdictions;  

Storage  

Where is the data in the cloud stored? Was it transferred to another data center in another country? Is it 

commingled with information from other organizations that use the same CSP? Privacy laws in various 

countries place limitations on the ability of organizations to transfer some types of personal information to other 

countries. When the data is stored in the cloud, such a transfer may occur without the knowledge of the 

organization, resulting in a potential violation of the local law.  

Retention  

How long is personal information (that is transferred to the cloud) retained? Which retention policy governs the 

data? Does the organization own the data, or the CSP? Who enforces the retention policy in the cloud, and how 

are exceptions to this policy (such as litigation holds) managed?  



Destruction  

How does the cloud provider destroy PII at the end of the retention period? How do organizations ensure that 

their PII is destroyed by the CSP at the right point and is not available to other cloud users? How do they know 

that the CSP didn’t retain additional copies? Cloud storage providers usually replicate the data across multiple 

systems and sites—increased availability is one of the benefits they provide. This benefit turns into a challenge 

when the organization tries to destroy the data—can you truly destroy information once it is in the cloud? Did 

the CSP really destroy the data, or just make it inaccessible to the organization? Is the CSP keeping the 

information longer than necessary so that it can mine the data for its own use?  

Audit and monitoring  

How can organizations monitor their CSP and provide assurance to relevant stakeholders that privacy 

requirements are met when their PII is in the cloud?  

Privacy breaches  

How do you know that a breach has occurred, how do you ensure that the CSP notifies you when a breach 

occurs, and who is responsible for managing the breach notification process (and costs associated with the 

process)? If contracts include liability for breaches resulting from negligence of the CSP, how is the contract 

enforced and how is it determined who is at fault? 


